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Summary

Methodology
Following what has become our usual practice, we:
• read all change logs,
• skimmed the code differences,
• and more carefully examined the changes related to a few issues.

Version 1.5.4 has been a fairly limited release with regards to Scopes 1 and 2 and our
report is correspondingly brief. Unlike our previous reviews, we ran an automated analysis
tool across all source repositories; details can be found in Section 2.

Scope
We examined in detail the changes in version 1.5.4 as they related to the following issues:
• Changes to the Miller-Rabin algorithm
• Changes to product exponentiation
• The merging of counting circles
• The use of eGovToken

Outcome
Overall we are satisfied with the changes but note our concern that the vulnerability
in the Miller-Rabin test took roughly two years to be detected given the simplicity of
the problem. This suggests the need for enhanced automated analysis to detect such
discrepancies; we worked on updating our methodology accordingly.
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1 Comments on Changes

1.1 Changes to Miller-Rabin

The change to the Miller-Rabin implementation fixes the issue of the random bases being
chosen from too small a space, namely [2, log2 n) rather than [2, n−2], the bug originating
from the line
a = randomService.genRandomInteger(BigInteger.valueOf(n.bitLength()))

in BigIntegerOperationsService.java. The fix replaces the call with
a = randomService.genRandomInteger(n minus one).

We agree with Post’s analysis that this issue could not have been exploited in prac-
tice: the only production callers of millerRabin are the GqGroup constructor and the
verifiable-parameter generation in EncryptionParameters, and on each of these paths
the candidate primes p and q are derived deterministically from the election event seed
via SHAKE-256 rather than being adversarially supplied.

1.2 Changes to product exponentiation

The changes to product exponentiation make greater use of the Verificatum vmgj li-
brary to increase the efficiency of the batched exponentiations. Concretely, Primitives
Code 1.5.3 introduces a divide-and-conquer strategy for simultaneous modular exponen-
tiation (MultiModExp) and rewires GetCiphertextVectorExponentiation, the multi-
exponentiation argument, and the Pedersen GetCommitment algorithm to use it, addi-
tionally removing a quadratic bottleneck in the single-value-product argument. These
are algorithmic refactors of operations whose mathematical specification is unchanged.
We are satisfied that these changes preserve the security of the system while increasing
its efficiency.

1.3 The merging of counting circles

The change is documented in the e-voting-libraries 1.5.3 changelog as “merged count-
ing circle raw data across authorizations to avoid duplicate countingCircleId entries”,
and in the Verifier Code 1.6.3 changelog as “merged duplicate counting circles into a
single counting circle for the tally file”.

These changes do not (intend to) alter the security of the system with regard to any
participant. These changes do complicate the production of the results files (eCH-0222
and PDF report) and there are a couple of changes we would like to see made to harden
the verification process:

• VerifyAuthorizationCountingCircleConsistency — check that the set of counting-
circle identifiers reachable from Configuration.authorizations (canton-signed)
is bijective with the set reachable from verificationCardSetContexts in the
ElectionEventContextPayload (SDM-Setup-signed). Without this binding, a ghost
verificationCardSet whose counting circle is absent from the canton’s authori-
sations is dropped from the eCH-0222 but still rendered in the verifier’s PDF.

• VerifyVoterAllocationConsistency — check that the per-counting-circle alloca-
tion of numberOfEligibleVoters declared by SDM-Setup matches an allocation
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derivable from the canton-signed register, not merely the canton’s total. The exist-
ing check 03.14 verifies only the sum and admits arbitrary reallocation.

1.4 The use of eGovToken

We examined the integration of the eGovernment token into the setup phase. Per Sys-
tem Specification §4.1.3, the eGovernment token is a per-voter, per-election-event high-
entropy secret in the Base16 alphabet that the canton’s eGovernment portal issues to the
voting client after the voter authenticates there, joining the voter’s date of birth and year
of birth as the three supported extended authentication factors.

The one possible issue we saw was that the voting-client routing module appears to
pass the token back from the eGovernment portal as a URL path parameter of the form
/init/<electionEventId>/<requestId>/<eGovToken>
(apps/voter-portal/src/app/app-routing.module.ts), validated against the regex
/^[0-9A-F]{32}$/ by the isEGovParamsValid route guard, and then forwarded to the
voting server’s configureVoterPortal endpoint; because the token traverses the URL
path rather than a fragment or POST body, it is recorded in browser history and in
HTTP access logs along the entire redirect chain.

We did not exhaustively check the changes in the voting client.

2 Testing Enhanced Automated Analysis

The bug in the Miller-Rabin test was introduced between version 1.4.0.10 and 1.5.0.0-b0 of
the crypto-primitives library when this functionality was in-sourced from the BigInteger
library and convention for sampling random values was changed. Version 1.5.0.0-b0 was
published on the 23rd of April 2024.

The time taken to find such a simple bug is disturbing. Looking at our own notes,
it is clear that we have not done a ground up evaluation of the crypto-primitives library
during this interval. To address the need for more in-depth analysis within the time
constraints, we have developed automated checks for a wide class of vulnerabilities in
e-voting. We have run these against the current version and performed limited checks
that known vulnerabilities in historical versions are detected by them.

2.1 Methodology

The framework distils the findings of more than two dozen examination reports on de-
ployed verifiable voting systems into a catalogue of recurring failure classes. The classes
range from low-level cryptographic engineering errors (insecure RNG sources flowing into
key material; biased modulo reduction of random values; wrong-modulus reduction; cross-
language buffer-size mismatches when a value crosses a Java↔TypeScript boundary)
through protocol-structure errors (Fiat–Shamir transformations that fail to hash every
public input; ZKP statements that prove a weaker fact than the protocol requires; OR-
proof verifiers missing the challenge sum check), to systemic deployment-level pitfalls
(zip-extraction path traversal, audit material deleted before evidence collection, parallel
deserialisation paths for the same wire-format object that validate differently, election-
config flags that silently change validation behaviour).
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The framework is organised into three tiers along an effort-and-depth gradient; in
principle each tier could be executed manually but it is intended to be largely automated
using an LLM. We used Claude Opus for this run of the framework.

Tier 1 uses ripgrep- and Semgrep-style pattern matching for syntactic anti-patterns:
bare Hash(...) calls with concatenated arguments, getRandomExponent followed
by pow on a possibly-trapdoored base, new ZqGroup(...) without a subsequent
membership or primality check, Files.delete on paths matching audit material,
deserialisation entry points that may diverge across components, and so on. Tier 1
produces a candidate ledger; obvious benign matches are closed in line and the
remainder is escalated.

Tier 2 builds a structured analysis: a Joern code property graph where the codebase is
large enough to warrant it, Semgrep taint-mode rules with explicit source/sink pairs
(e.g. java.util.Random as source and encrypt, sign, getCiphertext,
genSchnorrProof as sinks) for the data-flow checks, and short Python AST scripts
(javalang) for cross-file structural queries such as the parser-diff portfolio. The
Tier 2 queries cover Fiat–Shamir hash-input coverage (sources: every hashable
value reaching the prover; sinks: HashService.recursiveHash; assertion: the
same set on both sides of the prover/verifier symmetry), group-parameter vali-
dation reachability, audit-assertion enumeration against the verifier specification,
server-produces / auditor-verifies reachability (every proof object generated by a
control component, voting server, or secure-data manager must have a correspond-
ing verify call reachable from the verifier-backend entry point), identity- and token-
binding gaps, randomness-reuse in parallel-stream proof generation loops, formal
taint for the insecure-RNG class, wrong-modulus reduction, cross-language trunca-
tion (Java BigInteger serialisation against the TypeScript counterpart), systematic
enumeration of Spring @Value flags that gate validation or audit-evidence-retention
decisions, and OR-proof structural checks.

Tier 3 is intended to be a strategic audit but is still being validated.

2.2 Results

We ran the full Tier 1 ruleset, the Tier 2 query portfolio, and the Tier 3 reconstruction
against release 1.5.4.0 of the Swiss Post Voting System (System Code), the dependent
Primitives Code at 1.5.3.0, the Primitives Domain Code at 1.3.4.0 end-of-life, the e-
voting-libraries at 1.5.3.0, and the Verifier Code at 1.6.3.0. The combined source tree is
approximately 2 000 Java files plus 1 000 TypeScript and JavaScript files in production
code, exclusive of test material, vendor dependencies, and generated artefacts.

The tool was able to detect that many of the known vulnerability classes are struc-
turally absent from the Swiss Post voting system; for example, the centralisation of
parsers prevents parser mismatches.

Tier 1 (syntactic). The Tier 1 sweep produced 340 candidate matches from the custom
Semgrep ruleset over the six scanned repositories. After triage, 22 entries were retained
for Tier 2 manual review and 312 were folded into a single cross-component parser-diff
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surface for Tier 2 structural analysis; six were closed in line as false positives (the rule for
new BigInteger(N, rng) fired on the unrelated (signum, byteArray) overload, and
the zip-entry rule fired on a path resolved from an enum’s name()). The two notable
negative signals from Tier 1 are that no production-code path in Java or TypeScript uses
java.util.Random, Math.random(), or ThreadLocalRandom (the sole Tier 1 hit was
an import of java.util.RandomAccess, an unrelated collections marker interface), and
that the canonical JCA misuse patterns (ECB, MD5/SHA-1 in signing paths, hard-coded
keys, static IVs) produce no hits at all. The codebase uses SecureRandom exclusively,
mediated by RandomService.

Tier 2 (structural). The Tier 2 portfolio closed cleanly on most queries and surfaced
two low-severity defence-in-depth gaps.

1. The ZqGroup constructor in Primitives Code validates only that q ≥ 2, omitting
the primality check that the corresponding GqGroup constructor performs (Miller–
Rabin, safe-prime structure, quadratic-residue generator). Under the intended call
graph every production caller of ZqGroup derives q from a previously-validated
GqGroup via GqGroup.getQ() or ZqGroup.sameOrderAs, so the gap is not currently
reachable. It would become reachable if a future change introduced a public-API
path that constructed a ZqGroup from external input; the conservative fix is to
either add the primality check or remove the public constructor in favour of a
fromGqGroup factory.

2. The Files.delete on the Control-Component code-shares payloads in the secure-
data manager is gated by sdm.process.download.delete (default false) but is
not paired with an append-only audit-log entry; under true, an SDM operator can
erase canonical audit material before a download attempts to write replacement
material, and a post-hoc auditor cannot distinguish the deletion from “the shares
were never produced”. The deletion path could persist the to-be-deleted payloads’
hashes to an append-only log before erasing the files.

Neither gap is exploitable under the documented configuration with the default flag val-
ues.

Historical-version cross-check. To support the claim that the ruleset detects known
vulnerabilities in historical versions we ran the Tier 1 ruleset against Primitives Code
1.4.0.10 and 1.5.0.0-b0. The Miller–Rabin rounds-vs-required-bits discrepancy that sec-
tion 2.1 catalogues as failure class H2 (allocated bits less than required bits) is surfaced
by the H2 query when applied to the bit-count back-walk between the random-bytes call
and the Miller–Rabin invocation.

Limitations and scope of these results. The ruleset and query portfolio sketched
above is necessarily incomplete: it covers the failure classes drawn from the published
examination corpus, not classes that have yet to be discovered. The ruleset will continue
to evolve as new examination findings expand the catalogue.
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