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1. Introduction

This examination report discusses the findings of our analysis of the Swiss Post e-voting
system, which we conducted between February and May 2024. It is a continuation of
previous reports that we submitted to the Federal Chancellery (FCh) between March 2022
and December 2023. All existing reports are publicly available on the FCh’s web site,
together with reports from other experts.1 While this document is largely self-contained,
it may still be necessary to look up earlier discussions on certain subject matters for
achieving a better understanding of their exact context. Whenever useful or necessary,
we provide pointers to the reports from the following list of references:

[BFH22a] Rolf Haenni, Reto E. Koenig, Philipp Locher, Eric Dubuis. Examination of
the Swiss Post Internet Voting System – Scope 1 (Cryptographic Protocol), March
28, 2022.

[BFH22b] Rolf Haenni, Reto E. Koenig, Philipp Locher, Eric Dubuis. Examination of
the Swiss Post Internet Voting System – Scope 2 (Software), March 28, 2022.

[BFH23a] Rolf Haenni, Reto E. Koenig, Philipp Locher, Eric Dubuis. Re-Examination
of the Swiss Post Internet Voting System – Scope 1 (Cryptographic Protocol) and
Scope 2 (Software), Version 1.0.2, February 23, 2023

[BFH23b] Rolf Haenni, Reto E. Koenig, Philipp Locher, Eric Dubuis. Re-Examination
of the Swiss Post Internet Voting System –– Releases 1.2.3 (February 2023) and 1.3
(April 2023), with Addendum on Version 1.3.1, June 30, 2023.

[BFH23c] Rolf Haenni, Reto E. Koenig, Philipp Locher, Eric Dubuis. Examination of the
Swiss Post Internet Voting System –– Releases 1.3.2 (July 2023) and 1.3.3 (October
2023), with Addendum on Sub-Release 1.3.3.2, December 22, 2023.

Many of the findings and issues discussed in these reports have been addressed in corre-
sponding updates released since the beginning of 2023. One of the goals of this document
is to recapitulate the issues reported earlier that from our perspective still remain un-
solved in the current version. In such cases, this document does not always restate the
full context of the problem.

A first and a second draft of this document, which already included a comprehensive
discussion of the assigned examination topics from Scope 1 and Scope 2, has been sent
to the Federal Chancellery on May 2 and July 5, 2024, respectively. The second draft
included an addendum on examining two minor releases of the specification documents
and the software, which have been published in response to the findings of the first draft.
The final version of this document has been sent to the Federal Chancellery on July 25,
2024. The examination and the writing of this report have been conducted jointly by the
listed authors from the Bern University of Applied Sciences and independently of any
other group of people.

1See https://www.bk.admin.ch/bk/de/home/politische-rechte/e-voting/ueberpruefung_systeme.html
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1.1. Purpose and Goals of Mission

We have been assigned with this supplementary examination task in January 2024 by
the Federal Chancellery, and we received more detailed information about our mission
on February 19, 2024, during an online kick-off meeting with all involved experts and
representatives from both the Federal Chancellery and Swiss Post. In the aftermath of
this meeting, we received a schedule for the full mission spanning over approximately
four months from the second half of February 2024 to the first half of July 2024. This
schedule is shown in Table 1.

The schedule as received from the Federal Chancellery also contained some additional
items for auditing Release 1.4.3, which Swiss Post may possibly want to publish in
response to the reported issues for the Releases 1.4.0, 1.4.1, and 1.4.2. They did so by
publishing Release 1.4.3 on June 21, and on June 30, they released an additional “minor
patch” as Release 1.4.3.1.

20.02.2024 Publication of Release 1.4.0

29.03.2024 Publication of Release 1.4.1

15.04.2024 Due date for submitting important findings on the jira platform

02.05.2024 Due date for submitting the draft of the Report 1.4.1

03.05.2024 Publication of Release 1.4.2

30.05.2024 Due date for submitting the draft of Addendum 1.4.2

21.06.2024 Publication of Release 1.4.3 (if needed)

04.07.2024 Due date for submitting the final version of Report 1.4.1 and Addendum
1.4.2

05.07.2024 Due date for submitting the draft of the Addendum 1.4.3 (if needed)

25.07.2024 Due date for submitting the final version of the Addendum 1.4.3 (if
needed)

Table 1: Schedule for the 2024 examination of the Swiss Post Internet voting system.

While our reports from February 2023 [BFH23a], June 2023 [BFH23b], and December
2023 [BFH23c] were focused on looking at the latest updates and their changes in both the
specification documents and the source code, this document is a full examination report
similar to the ones from March 2022 on Scope 1 (Analysis of Cryptographic Protocol)
and Scope 2 (Software), respectively [BFH22a, BFH22b]. For this examination, however,
we decided to report on both scopes simultaneously in a single document. This allows us
to better exploit the strong interconnection between Scope 1 and Scope 2 in many topic
areas that need to be examined.

The purpose and goals of our examination are defined in a document from the the Federal
Chancellery called “Audit Concept v1.5 ” from September 2022 [BK22b]. This document is
based on the legal requirements as defined in the current “Federal Chancellery Ordinance
on Electronic Voting” (OEV) and its annex, which was published in May 2022 [BK22a].
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For the sake of completeness, we quickly recite some statements from the Audit Concept
that are most relevant for defining the purpose and goals of our assessment:

In the context of the assessment of the Swiss Post system, the experts shall answer
the following questions:
– Are the system, its development and operation compliant with the legal require-
ments?

– Are the measures taken to mitigate risks effective?
– Which improvements could be made for the sake of security, trust and acceptance?

The following chapters describe the different scopes [. . . ]. Together, they cover the
entire system, its development and operation. [. . . ]
– Scope 1 (Cryptographic Protocol): The protocol must fulfill the requirements listed
in Chapter 2 of the annex of the draft OEV.

– Scope 2 (Software): The software of the system including the auditor’s technical
aid must fulfill the requirements listed in Chapters 2 to 25 of the annex of the draft
OEV and adequately support the protocol [. . . ]. The mapping between a requirement
in those paragraphs and the place [. . . ] where it is fulfilled shall be provided by the
examinees before the examination. Functions whose trustworthiness is decisive for
the effectiveness of verifiability as per draft OEV, must be examined in detail on
the basis of the source code and the cryptographic protocol.

1.2. Topics of Examination

Another important document from the Federal Chancellery is the “Catalogue of Mea-
sures” from August 2023 [BK23]. This document recapitulates areas requiring action
in relation to certain non-conformities, as well as areas where further improvements are
necessary to guarantee better compliance with the criteria as defined in the OEV. It
includes a list of completed measures and a list of pending measures for the following
four categories of measures:

A. Further development of the systems (20 pending measures, 6 completed measures)

B. Effective control and oversight (7 pending measures, 7 completed measures)

C. Increasing transparency and trust (2 pending measures, 5 completed measures)

D. Closer cooperation with the academic community (3 pending measures, 0 completed
measures)

For each of the pending measures, the implementation status is indicated as planned,
in progress, or ongoing. The category of measures that is most relevant for this assess-
ment is the first one on the further development of the system (A.1 to A.26). In the
annex of [BK23], some additional information is provided for the pending measures A.9,
A.11, A.13, and A.22. The whole catalogue defines the general guidelines for the future
progression of the project over the next few years.

In addition to this catalogue, a list of smaller issues relating to the findings included
in earlier examination reports has been entered by the Federal Chancellery on the Jira
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platform.2 At the beginning of writing this document, this list contained a total of 118
issues numbered from EX-1 to EX-118. Most issues correspond to recommendations
from the existing examination reports, which have not yet been taken into account. For
example, EX-8 refers to a minor remark in Section 2.3.1 of our report on Versions 1.3.2
and 1.3.3 from December 2023 [BFH23c]. The corresponding Jira entry is shown in
Figure 1. Its current status at the time of writing is indicated as planned.

In the instructions given to the experts for the current examination, they were asked to
enter their own issues directly to the Jira platform for issues found during the examina-
tion. In their announcement of Release 1.4.1, Swiss Post started to include pointers to
these issues in their list of changes. Introducing such a common issue tracking platform
between Swiss Post, the Federal Chancellery and the experts is part of the Chancellery’s
effort to direct the future system development in a more systematic manner. During
the course of our assessment, a total of 180 additional issues were entered on the Jira
platform by the authors of this report. Based on the project timeline outlined in Table 1,
this was the initial deliverable with a due date of April 15. Appendix C contains the
complete issue list that was generated throughout this assessment.

Figure 1: Issue EX-8 as registered on the Jira platform.

1.3. Overview of Releases 1.4.0 and 1.4.1

1.3.1. Specification Documents

To conduct our examination of the latest release, we downloaded the current specifica-
tion documents from Swiss Post’s public repositories on gitlab.com.3 These documents
remained unchanged from Release 1.4.0 (published in February 2024) to Release 1.4.1
(published in March 2024), except for [VerSpec], which in Version 1.5.1 provides some
minor improvements and clarifications.

• [SysSpec] Swiss Post Voting System – System Specification, Version 1.4.0, Swiss
Post Ltd., February 14, 2024

• [CryptPrim] Cryptographic Primitives of the Swiss Post Voting System – Pseudo-
code Specification, Version 1.4.0, Swiss Post Ltd., February 14, 2024

2See https://www.atlassian.com/software/jira
3See https://gitlab.com/swisspost-evoting
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• [VerSpec] Swiss Post Voting System – Verifier Specification, Version 1.5.1, Swiss
Post Ltd., March 29, 2024

• [ProtProofs] Protocol of the Swiss Post Voting System – Computational Proof of
Complete Verifiability and Privacy, Version 1.3.0, Swiss Post Ltd., February 14,
2023

• [ArchDoc] E-Voting Architecture Document, Version 1.4.0, Swiss Post Ltd., Febru-
ary 7, 2024

As in earlier releases, special versions of these documents were given to the examination
experts with all the changes highlighted directly in the documents (except for [Arch-
Doc]), and summaries of the changes are given in the documents’ revision charts and the
repositories’ CHANGELOG.md files.

1.3.2. Source Code

The announced software releases were published according to the timeline from Table 1,
i.e., Release 1.4.0 was published on February 16 and Release 1.4.1 on March 27, 2024.
In both cases, on February 20 and March 29, respectively, we received e-mail announce-
ments from Swiss Post with pointers to corresponding GitLab repositories. As in previous
releases, the version numbering of the system components are not fully consistent with
the top-level release numbering: the latest versions of the verifier component have been
released as Versions 1.5.0 and 1.5.1, and the latest version of the data-integration-service
component as Versions 2.8.0 and 2.8.1, respectively. Similar to previous reports, we gen-
erally refer to the latest software versions as the February 2024 release and March 2024
release.

In Figure 2, we give an overview of the GitLab commit histories of corresponding project
repositories’ master branches. It shows that all components have been updated in each of
the two new releases. Note that the former crypto-primitives-domain component has been
integrated into e-voting-libraries, i.e., it is no longer included in the given overview as a
separate component (even it’s latest Version 1.3.4 is still available on the Swiss Post’s
public repositories on gitlab.com).

1.3.3. Overview of Changes

In the above-mentioned e-mail announcement on February 20 for the February 2024
release, the modifications made to both the specification documents and the code were
not explicitly described. However, by incrementing the versioning to the next minor
number, i.e., from 1.3 to 1.4, it is evident that a significant number of modifications have
been implemented throughout the entire system.

From the point of view of the system’s general architecture, the most visible change is
the above-mentioned integration of the crypto-primitives-domain component into e-voting-
libraries, which is documented in the CHANGELOG.md file of the e-voting-libraries repos-
itory. From a software developing point of view, an important change is the transition
from the former LTS version Java 17 to the current LTS version Java 21, which is avail-
able since September 2023. Finally, from a dependency management point of view, we
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Figure 2: Commit histories of the GitLab projects for the February 2024 release (blue)
and the March 2024 release (red).

observed the migration from the AngularJS frontend to Angular for the Secure Data Man-
ager (SDM) and from the RabbitMQ message broker to Artemis. While migrating the
dependencies to their latest versions is typically recommended, no reasons other than
“for better reliability and robustness” are given for replacing the system’s underlying
message broker.

In Tables 2 to 10 of Appendix B.1, we provide a complete overview of all entries from
the CHANGELOG.md files across all seven code repositories, for both the February 2024
release and the March 2024 release. As one can see, relevant changes have been reported
accurately and in a systematic manner. In the majority of cases, the modifications
consist of modest optimizations, small enhancements, or minor bug fixes. Using the
pointers given in corresponding statements, locating the relevant code lines is relatively
straightforward. In comparison with the February 2024 release, the March 2024 release
contains a much smaller amount of modifications. In their e-mail announcement on
March 27, the update was described as follows:

Version 1.4.1 primarily improves the user interface components of the SDM applica-
tion, as identified in the testing phase, alongside corrections and optimizations of our
new message broker framework configuration Artemis.
[. . . ]
The cryptographic protocol’s implementation and specifications remain unchanged,
with no new versions of the specification and proof documents, except for a small
update to the verifier specification.

In addition to this general statement, Swiss Post provided direct pointers to some issues
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on the Jira platform with a few comments in each case, and they changed the status of
corresponding issues to delivered or clarified.
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2. Summary of Findings

2.1. Crypto-Primitives

In our previous reports, especially in [BFH23a, Section 3.2] and [BFH22a, Section 4],
we already presented our findings from performing a very detailed examination of earlier
releases of the crypto-primitives component and provided large lists of issues to correct or
improve. Most of our recommendations were very precise. On Page 76 of [BFH23a], for
example, we noted “For better matching with Line 3 of the pseudocode, we recommend
merging the code Lines 153–154 ”. Many of these issues (including this one here) have
been taken into consideration in the December 2023 release. In our more recent reports
[BFH23b, BFH23c], we focused on checking the modifications between respective releases,
which were always relatively moderate for the crypto-primitives component.

As part of the current comprehensive examination, we have chosen to reevaluate the
crypto-primitives component from scratch, i.e., to analyze the full list of algorithms as
specified in [CryptPrim] independently of any previous findings. As a result of this
analysis, we added a total of 123 issues to the Jira platform (EX-61–EX-68, EX-133–EX-
247). As in previous reports, most findings are minor issues related to the specification
document, for example improper usage of mathematical notation or little inaccuracies in
the pseudocode algorithms, and some other findings are coding issues. The list of all Jira
issues for the crypto-primitives component is given in Appendix C.1.

As one can expect from the long list of issues, there are quite a few of them that had
already been reported in [BFH23a] or [BFH22a]. This is regrettable since it indicates
that the potential for improvements and simplifications within crypto-primitives has not
yet been exploited to the fullest extent. For example, our report on Release 1.0.2 includes
the statement “There is no obvious reason for excluding the limiting case n “ 0.” as a
comment for Algorithm 4.2 [BFH23a, Page 53]. As part of the current examination on
Release 1.4.1, essentially the same statement “Vector length n “ 0 should not be excluded.”
has been added to the Jira platform as Issue EX-155. Although this individual issue may
be small and insignificant, without any security implications, it nonetheless affects the
specification’s and code’s overall quality.

The same holds for some of the more general recommendations in previous reports,
especially the ones listed under “Potential for Simplifications” and “General Problems”
in [BFH23a, Sections 1.4 and 3.2.1], respectively. For example our recommendation to
simplify the Bayer-Groth shuffle proof parameters to n “ N and m “ 1 has not yet been
taken into account in the current release, despite its enormous potential for simplifications
in both the specification and the code. In Issue EX-216 on the Jira platform, we reiterate
the same recommendation without duplicating the technical specifics that underpin our
line of argumentation.

Regarding the list of modifications listed in the CHANGELOG.md file of the crypto-
primitives component (see Table 10), we acknowledge several improvements made in
response to recommendations from earlier reports, for example the introduction of the
GenRandomString algorithm with corresponding simplifications in other algorithms or the
simplification of the GenUniqueDecimalStrings algorithm. In the latter case, however, our
original recommendation in [BFH23a, Page 55] included some other minor points that
have not been improved in the current release (Issues EX-157 and EX-158), and we even
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found a new small coding problem that may lead to a performance bottleneck in case
of large inputs (Issue EX-159). As before, these particular problems are mentioned here
only for illustrative purposes.

We can summarize our findings relative to the crypto-primitives component in the light
of the large number of reported issues as follows: while improvements can be observed
at specific locations of the specification and the code, the objective of achieving a cryp-
tographic library that is rigorously clear, tidy, and well-documented in all respects is not
yet attained. Moreover, the pace of implementing potential improvements seems rela-
tively slow. In an attempt to provide some useful guidelines for improvements in future
releases, we extracted from the long list of issues a few general topics that we think are
worth discussing briefly in the remaining of this subsection.

2.1.1. Principle of Generality

In algorithmic design, the principle of generality states that algorithms should be free
from unnatural restrictions and limitations.4 Sorting algorithms, for example, should
naturally accept edge cases such as an empty list, a list of size 1, or a pre-sorted list as
possible inputs, even if no actual sorting needs to be conducted in such cases. Generally,
such edge cases often appear for integers n “ 0, empty sets S “ H, empty strings S “ "",
empty sequences s “ xy, null-tuples X “ pq, empty vectors v “ pq, empty matrices with
n “ 0 rows or m “ 0 columns, sums S “

řn
i“1 xi or products P “

śn
i“1 xi of size n “ 0,

and so on. In recursive algorithms, these edge cases often serve naturally as base case,
i.e., their inclusion is essential for the algorithm’s problem solving strategy. Notice that
mathematical induction relies on identical underlying concepts.

According to the principle of generality, algorithms should always include all natural edge
cases, especially if these algorithm are used as sub-routines of other algorithms. In the
algorithm’s pseudcode, as well as in their implementations, unnecessary restrictions lead
to additional preconditions and postconditions, which need to be separately documented
and tested and respected by all callers. This even implies that the callers inherit these
restrictions, which leads to even more preconditions, postconditions, documentation,
tests, and code lines. Ultimately, a cascade of unnecessary restrictions adds to the overall
algorithm complexity for no real benefit in most cases. They even increases the chance
of unintended inaccuracies and errors in the code and documentation.

Regarding the large number of Jira issues related to violations of the generality principle
(EX-138, EX-150, EX-155, EX-157, EX-158, EX-160, EX-178, EX-180, EX-193, EX-196,
EX-199, EX-202, EX-211, EX-213, EX-215, EX-221, EX-229, EX-234, EX-237, EX-238,
EX-245), there seems to be a lack of awareness for the importance of this topic. The most
severe violation is the restriction of the shuffle proof’s input list to N ě 2 ciphertexts
(see Algorithm 9.1 and Issue EX-215), which strongly limits the algorithm’s general
applicability. Every caller of Algorithm 9.1 is therefore forced to treat inputs of size
N ď 1 as special cases, using additional code and documentation, as done for example in
Algorithm 6.1 (Lines 3–7) of the e-voting component (see comment in Line 3: “We add
trivial encryptions to the ballot box, if there are less than 2 votes”). It is evident that
such an unnatural workaround creates potentially error-prone code at many other places

4See https://en.wikipedia.org/wiki/Algorithm_characterizations
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in the whole system, as the cascade of dependencies continues. Note that we had already
expressed our concerns related to this particular matter in [BFH23a, Section 3.2.7]. Since
the whole problem could be avoided quite easily by strictly applying the principle of
generality to all algorithms involved, we regret to see that nothing has changed in the
current release.

2.1.2. Formal Notation

Formal mathematical notation is a universal language for expressing complex subject
matters compactly, accurately, and unambiguously. It has evolved over centuries in areas
such as mathematics, science, and engineering to the current widely accepted conventions.
While adhering to established conventions as closely as possible is crucial in order to
prevent any misunderstandings, abuse of notation that is not entirely formally correct
is usually accepted for the purpose of simplifying the exposition, as long as it is clearly
stated as abusive in the given context. Incorrect or inaccurate formal notation, however,
should be avoided under all possible circumstances.

In the current crypto-primitives specification document [CryptPrim], we still encountered
some problems related to formal notations. While some of the encountered issues have
remained undetected in our previous examinations (EX-158, EX-160, EX-169, EX-173,
EX-175, EX-198, EX-235, EX-240, EX-249), some others have been introduced in either
the February or March 2024 release (EX-65, EX-151, EX-157, EX-171, EX-243, EX-244,
EX-246, EX-247, EX-250, EX-251). We strongly advise addressing all of these issues
promptly, preferably in the upcoming release.

2.1.3. Algorithmic Simplicity

Simple algorithms are easier to read, understand, and analyze. Algorithmic simplicity is
therefore a desirable property in the design of algorithms, even if it usually does not come
in the first place (typically after time/space performance). Simplicity can be achieved in
various ways, for example by improving underlying layers of abstraction or by reducing
redundancies. From the suggested potential simplifications in [BFH23a, Section 1.4],
only the first two items in the list were related to the algorithms of the crypto-primitive
component (the first one is still open, the second one has been addressed). In the list
of problematic areas in [BFH23a, Section 3.2.1], in which further simplifications were
proposed specifically for the crypto-primitives component, there are also some that have
been addressed and some that are still open.

In the light of our findings and recommendations from previous reports, and considering
the issues on the Jira platform that include recommendations for simplifications (EX-143,
EX-162, EX-163, EX-167, EX-186, EX-187, EX-191, EX-192, EX-194, EX-210, Ex-216,
EX-232, EX-236, EX-239), there is still considerable potential for further algorithmic
simplifications, especially with respect to the following two topics:

• Fixing the algorithm parameters of Bayer-Shuffle proof to n “ N and m “ 1 has
two obvious benefits (while m ą 1 is mainly interesting from a theoretical perspec-
tive). First, it optimizes the proof generation and verification performance, and
second, it greatly reduces the overall algorithmic complexity of the whole shuffle
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proof. According to our previous analysis in [BFH23a, Section 3.2.7], twenty-four
rather complex sub-algorithms are called by the two top-level algorithms GenVerifi-
ableShuffle and VerifyShuffle, of which eight could be skipped entirely (corresponding
to approximately ten pages of specification and 2’200 lines of codes). In addition, by
replacing two-dimensional n-times-1 matrices with one-dimensional vectors of size
n, simplifications can also be achieved in many of the remaining sub-algorithms.
Given this significant reduction in algorithmic complexity, we reinforce our recom-
mendation to implement this simple measure in forthcoming releases.

• In a recent contribution [HS23], we introduced an alternative mathematical group
for applications of the ElGamal encryption scheme, which offers several bene-
fits for the price of a negligible computational overhead. The group of absolute
values, denoted by Z`

p “ t1, . . . , qu for p “ 2q ` 1, is algebraically very simi-
lar to the common group Gq of quadratic residues, but it offers for ElGamal a
much more application-friendly message space consisting of a continuous range
of values from 1 to q. By replacing Gq by Z`

p , applications can benefit in var-
ious ways, most importantly for tasks such as selecting independent generators,
picking random group elements, or testing group membership. In the crypto-
primitives component, Algorithm 5.8 (HashAndSquare) could be skipped, Algorithm
8.2 (GetSmallPrimeGroupMembers) and Algorithm 8.3 (IsSmallPrime) could be re-
placed by selecting the r first entries from a (sufficiently large) fixed table, and
Algorithm 9.6 (GetVerifiableCommitmentKey) could be simplified in Lines 5–6. In
the implementation, the performance of group membership testing based on the
method BigIntegerOperationsService::getLegendre could be improved, by re-
ducing it to a simple range test 1 ď x ď q. We would appreciate to encounter this
improvement in forthcoming releases

2.1.4. Software Design

Since our thorough analysis of various software versions released in the second half of
2022 [BFH23a], the software design of the crypto-primitives component has remained
more or less the same. Our focus while analyzing the current releases has therefore
been elsewhere. However, we want to reinforce some recommendations from our previous
examination reports, which we think have the potential of lifting the software quality of
the crypto-primitives component to another level.

The most obvious problematical area is the sub-optimal mathematical toolbox, which is
still not offering proper abstractions for certain important mathematical objects such
as tuples, vectors, matrices, byte sequences, index sets, etc., which appear all over
the specification (see “Implementation of Tuples, Vectors, and Matrices” in [BFH23a,
Section 3.2.1]). The absence of such a toolbox creates an unnatural gap between the
formal notation in the specification and corresponding code. It is worth noting that
generic classes for tuples (singletons, pairs, triples, quadruples, etc.) are both very sim-
ple to implement and available in libraries, for example in org.javatuples.javatuples or
io.gitlab.openchvote.untilities. From our own experience with implementations on similar
topics, we know how useful such a toolbox can be for writing concise code that follows
the specification as closely as possible. Note that by their very nature, mathematical
objects should be strictly implemented as immutable classes.
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Another problematical area is the package cryptoprimitives.math with various inter-
faces and classes for dealing with the mathematical groups Gq and Zq and their ele-
ments. Under “Implementation of Mathematical Groups” in [BFH23a, Section 3.2.1],
we already provided a discussion of potential improvements. Except for the removal
of a former abstract class MultiplicativeGroupElement, the structure of the involved
classes and their names have not changed since then, i.e., misleading class names such
as GroupVectorElement, GroupVector, or GroupMatrix still exist, as well as some other
minor problems. In this particular area, cleaning up the object-oriented design is long
overdue.

A final general remark concerns some seemingly overengineered areas of the code base,
i.e., code that is complicated in a way that adds no value or could have been designed to
be simpler. An example is the definition of interfaces that are implemented by exactly one
service class (for example the class MixnetService implementing the interface Mixnet).
Inspecting a code base containing a large number of this particular pattern is clearly more
complicated, because browsing through the code may require more steps than necessary.
A similar topic is the discussion of the interface Hashable in [BFH23a, Section 3.2.1],
which adds an additional data abstraction layer to many objects and ultimately leads to
a large number of unnecessary wrapping and unwrapping operations.

2.2. E-Voting System

We reviewed the specification and implementation of the e-voting system based on the
changes made for February and March 2024 releases. The provided diff-files, which high-
light the modifications to the previous version, facilitated a straightforward review of
the specifications. However, reviewing the code base was more challenging. Although
detailed change-logs are available (see below), locating the modifications in the code
proved difficult because the structures of the two most important components—the
control-component and voting-client-js—had completely changed. Utilizing common tools
to visualize code changes between different versions resulted in an almost entirely new
code base appearance. Thus, tracking the effective changes is very complex and time-
consuming.

We have documented all our findings in detailed issues on the Jira platform. While
we did not identify any serious problems, the number of inconsistencies, ambiguities,
and misalignments reflects our general impression of the e-voting system. We will not
summarize all of these issues here but refer to the Jira issues for details (see Appendix C).
However, we would like to highlight several general issues which we have raised in previous
reports and which have been addressed by Swiss Post in the current February 2024
release.

2.2.1. Context, State, and Input Variables

Based on our feedback from previous examinations (e.g., the February 2023 Report, Sec-
tion 3.1.2), Swiss Post has rewritten Chapter 1.5 "Context, State, and Input Variables" in
the System Specification. We appreciate the clarifications and the detailed explanations
regarding the context variables. However, we are not fully satisfied or convinced that this
delicate topic is handled with the required accuracy and an in-depth understanding of
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the problem. We will not repeat our earlier comments but refer to our previous reports.
We will provide only some examples to underline our conclusion that this topic has not
yet been resolved to our satisfaction.

The distinction between context and input variables has been refined, resulting in some
variables moving from input to context and vice versa. Most of the variables now belong
to the context, with only a few being passed as input to the algorithms. This shift is
somewhat surprising, as algorithms typically operate on input variables and may only
use context variables to interpret and validate the input within the correct context.
There are now several algorithms which operate solely on context without any input
variables. Additionally, there is the perplexing situation where the complete election
event configuration is categorized under context, yet the name of the election event is
passed as input (see GenSetupData).

The context should be consistent for all algorithms, and ideally, a single, common context
object should be created and passed to the algorithms. Currently, this is not the case,
as each algorithm defines its dedicated context object, and the caller creates the context
object just before calling the algorithm. This practice complicates the auditability of
the implementation, making it difficult, or sometimes even impossible, to verify the
uniform origin of all context variables across all algorithm calls for a given party. The
lack of thorough consideration and proper implementation of this concept is evident
when the context is derived from the input, as it occurs when calling the algorithm
getAuthenticationChallenge (Issue EX-113, Appendix C.4).

The current situation, where each algorithm has dedicated and complex context and
input objects, is suboptimal from an auditability perspective. Verifying the important
input validation becomes exceedingly difficult because it is dispersed across at least three
different classes for each algorithm. This distribution complicates the traceability and
verification process, hindering effective audit procedures.

Following the principle that algorithms should be free of any side-effects, it is perplexing
that even after revising this topic, stateful lists and maps are still passed to the algorithms,
and the algorithms themselves are responsible for verifying their correct execution within
the protocol run. This responsibility should not be assigned to the algorithms but should
rather be managed by a well-defined state machine that tracks the current protocol run
independently of the algorithms. The specification even acknowledges that "maintaining
and updating state across multiple algorithm invocations is critical" [SysSpec, Subsec-
tion 1.5.3]. Therefore, it would be prudent to strictly separate state management from
cryptographic computations.

2.2.2. Protocol Updates

Several changes have been made at the protocol level, both in the configuration phase
and in the voting phase. These changes are less related to the algorithms and more
to the message flow and interaction between the individual parties. We embrace these
changes as they simplify the message flow and make it more organized. Additionally, the
protocols now specified in Figures 6 to 9 of the System Specification are more aligned
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with reality. For instance, previously, the control components called the algorithm Setup-
TallyCCM in the configuration phase unexpectedly, which was hardly the case [SysSpec,
Subsection 1.3.2, Figure 7].

In several of our previous reports, we made suggestions to improve the protocol and
identified minor mistakes and inconsistencies. Therefore, it is very surprising to us that
our considerations were not taken into account while revising the protocol in both the
specification and the implementation. We also believe that the changes were not made
with the necessary care.

For example, consider the SetupVoting protocol illustrated in [SysSpec, Figure 6]: We
see no reason why the values p, q, g, and p are transmitted to the control components.
These values can be deterministically derived from the seed, and anything that can be
computed should not be transmitted. To verify the correctness of these values, the control
components must compute them anyway. Also in [SysSpec, Figure 6], it is unclear why
the public keys pkCCRj

are sent twice to the control components and why the proofs
πpkCCR,j are sent to the control components but not verified. The final public key pkCCR

also does not need to be sent, as it can be trivially computed from its shares pkCCRj
.

We do not understand why the redundant encryption layer is still part of the protocol
and has not been removed during the revision of the SetupVoting protocol. While we
appreciate that the confusing multi-arrow messages have been removed from Figure 6,
unfortunately, they are still present in other figures, even though those figures have been
updated; a uniform and correct presentation would greatly improve the readability of the
figures.

The communication flow between the voting client and the voting server (backend system)
is one of the most crucial aspects of the overall system. Concerning vote privacy, the
voting client is considered a trusted party, meaning that a voter must trust the voting client
not to leak information about the cast ballot. Despite updates to the protocols of the
voting phase, these two parties still lack clarity, and the implementation is not aligned
with the specification. In Figure 8, a newly added arrow indicates that the election
event identifier ee is sent to the voting client after successful authentication. However,
the algorithm GetAuthenticationChallenge, executed by the voting client, requires ee to
compute the challenge, and upon inspecting the code, we discovered that ee is sent to
the voting server by the voting client in the initial message. Additionally, other messages
exchanged between the voting server and voting client contain different information than
specified in the protocol figures. Given that the REST API of the voting server is
completely undocumented and does not even adhere to the REST principles (as noted
in [ArchDoc, Section 11.3]), the provided implementation is not based on a reviewable
specification.

2.2.3. Primes Mapping Table (pTable) and Electoral Model

The primes mapping table (pTable) was originally designed as a simple data structure to
map voting options to their encoding as prime numbers in Gq. Since the beginning of our
examinations, the pTable has been the subject of controversial discussions and criticism
from our side. Several flaws have been identified related to the pTable, and we have
consistently proposed replacing the pTable with a clear, well-defined electoral model and
a deterministic encoding algorithm. Instead, Swiss Post has chosen to retain the pTable
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and address the flaws by enhancing the table with additional information. The result
is a pTable that contains not only the original mapping but also semantic information
about the individual voting options.

In the current release (after February 2024), the pTable has undergone further enhance-
ments. It now includes so-called correctness information, and the semantic information
has been expanded to provide additional details about the voting options. For exam-
ple, this includes information such as whether a voting option is blank or non-blank, or
whether it is a referendum option. Almost the entire electoral model is now encapsulated
within the pTable. However, we believe that the structure of the pTable is ill-suited for
this purpose. This becomes evident when a new algorithm must be defined to determine
the cryptographically relevant number of allowed selections ψ for an election by pars-
ing the semantic information and counting the number of blank options. Similarly, this
complexity extends to determining the number of allowed write-ins δ. This approach
is overly complex, cumbersome, and counterintuitive. Regrettably, by not aligning with
expert recommendations, Swiss Post has opted for an approach that may not sufficiently
improve the system’s readability, understandability, or auditability

2.3. Verifier

As part of our commissioned audit, we have also undertaken a thorough evaluation of the
provided verifier implementation, which is intended to serve as the reference model for the
given specification. The implementation team has demonstrated highest technical skill
and innovation, particularly in optimizing the software for speed and parallel execution
within a Java environment. Such enhancements are valuable and contribute significantly
to the operational efficiency of the software when deployed in specific contexts.

However, the primary role of this specific implementation, particularly one that is open-
sourced and forms the cornerstone for future developments and applications, is to embody
the most accurate and faithful realization of the official specification. This fidelity ensures
that the implementation can be easily audited and verified against the specification by any
party for correctness. Only this way other parties are able to support the implementation
as a true instantiation of the specification.

Additionally, a significant concern that needs attention is highlighted on Issue EX-131
Appendix C.3. In this instance, it was extremely challenging to align the implementation
with the specification. The difficulties may be attributed to the optimizations designed for
performance, or they may indeed be an indication of fundamental discrepancies between
the implementation and the specification. This issue is not isolated but exemplifies a
recurring challenge across multiple components of the implementation, where matching
the implementation with the specification proved to be problematic. Each such instance
of mismatch, regardless of its origin in optimization efforts or genuine discrepancies,
undermines the utility of the implementation as a dependable reference standard. It
cannot be overstated how crucial it is that these issues are addressed comprehensively.
The foremost priority is ensuring that the reference implementation not only performs
efficiently but, most importantly, mirrors the specification with utmost accuracy in all
respects.
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2.3.1. Findings from the Current Implementation Review

Our review indicates that the current implementation, while robust in performance,
diverges in significant ways from the original specification. These divergences primarily
stem from optimizations that are highly specific to Java and its execution environment.
Again, such optimizations, while they enhance performance, introduce complexities and
behaviors that are not detailed in the specification, thus complicating the process of
verification and audit by third parties:

Complexity vs. Clarity: The specification outlines a straightforward process that should
ideally be mirrored in the reference implementation to maintain clarity. The exist-
ing Java-optimized implementation, however, employs complex parallel processing
methods that are not described in the specification, leading to potential discrepan-
cies in expected outcomes.

Auditability Concerns: The added complexity not only makes the implementation less
accessible to stakeholders seeking to audit its adherence to the specification but
also raises the barrier for entry for future developers who will base their work on
this reference model.

Deviations in Implementation: Specific instances, as highlighted in our initial issue re-
port of this section, demonstrate that the optimizations have led to deviations from
the expected logic and resulting data structures as dictated by the specification.
These deviations, while they may not significantly impact the functionality in a
controlled environment, pose a risk in broader application settings where strict
compliance to specification is a must.

2.3.2. Recommendations

In light of these findings, we recommend the following steps to align the implementation
more closely with the specification:

Reassessment of Optimization Priorities: While performance optimizations are valu-
able, they should not override the core purpose of a reference implementation. We
suggest scaling back those optimizations that interfere with the strict logical flow
and output as outlined in the specification.

Enhanced Documentation and Justification: For any deviation that is deemed nec-
essary, comprehensive documentation should be provided, explaining how these
changes map to the specification and why they are needed, along with proof of
equivalence where applicable.

Community Engagement and Feedback: Engage with the broader community to gather
feedback on the reference implementation’s usability and auditability, ensuring that
it meets the diverse needs of all stakeholders.

Following these guidelines, the implementation can serve as a dependable and auditable
reference, thus maintaining the integrity and trustworthiness of the implementation as a
true standard bearer of the specification.
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A. Addendum: April and June Releases

The announced software updates were published according to the timeline from Table 1,
i.e., Release 1.4.2 was published on May 2 and Release 1.4.3 on June 17, 2024. In both
cases, on May 3 and June 21, respectively, we received e-mail announcements from Swiss
Post with pointers to corresponding GitLab repositories. On July 1, we received notice of
another new Release 1.4.3.1 from June 30, which contains a few minor changes in four of
the components (no changes in the specification documents). Similar to previous reports,
we generally refer to the latest software versions as the April 2024 release (Release 1.4.2)
and June 2024 releases (Releases 1.4.3 and 1.4.3.1). In Figure 3, we give an overview of
the GitLab commit histories of corresponding project repositories’ master branches. It
shows that all components have been updated in each of the two new releases.
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Figure 3: Commit histories of the GitLab projects for the April 2024 release (blue) and
the June 2024 releases (green).

Together with the new software release, Swiss Post also published updated specification
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document. Here is the list of documents updated in either the April or June releases:

• [SysSpec] Swiss Post Voting System – System Specification, Version 1.4.1, Swiss
Post Ltd., June 17, 2024

• [CryptPrim] Cryptographic Primitives of the Swiss Post Voting System – Pseudo-
code Specification, Version 1.4.1, Swiss Post Ltd., June 17, 2024

• [VerSpec] Swiss Post Voting System – Verifier Specification, Version 1.5.2, Swiss
Post Ltd., June 17, 2024

As in earlier releases, special versions of these documents were given to the examination
experts with all the changes highlighted directly in the documents, and summaries of
the changes are given in the documents’ revision charts and the CHANGELOG.md files of
corresponding repositories.

A.1. Overview of the Changes

In Tables 11 to 16 of Appendix B.2, we provide a complete overview of all entries from
the CHANGELOG.md files across all seven code repositories, for both the April 2024 and
the June 2024 releases. As in the February and March releases, relevant changes have
been reported accurately and in a systematic manner. As one can see in these tables,
most of the reported changes have been made in the June release, and most of them are
responses to the reported Jira issues. In their e-mail announcements from May 3, June
21, and July 1, respectively, the updates were described as follows:

Version 1.4.2 primarily focuses on UX improvements, optimizations and small bug
fixes discovered during the latest testing phase. We skip modifications to the specifi-
cation and proof documents for this release, consolidating them for the next release
1.4.3 (planned for June). This upcoming version will include numerous improvements
suggested by the experts.

Version 1.4.3 incorporates some improvements mentioned in the experts’ report. Since
1.4.3 is only a patch release, we only included the changes that could be fixed easily.
Issues that require major changes to the protocol, specification or code will be tackled
in release 1.5 or later with the new protocol (or at an even later point together with
measure A.5).

We have decided to release this patch in response to a finding from the public intrusion
test, aiming to enhance the robustness of the voting server when handling multiple
concurrent requests. Additionally, we have made minor improvements to the robust-
ness of the SDM upload and ensured a consistent order of the verification card set
context in the e-voting libraries. These changes are minimal and involve only a few
lines of code, without impacting any algorithm implementations. The specification
and proof documents remain unchanged.
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A.2. Issues

In their e-mail announcement for the June 2024 release, Swiss Post included some tables
with direct pointers to the Jira issues which they consider resolved in Version 1.4.3 (see
Figures 4 to 6). We used these lists as a guideline for analyzing corresponding modifica-
tions in the specification documents and the source code. Additionally, we systematically
went through all other issues on the Jira platform, responded to some questions, and
closed some issues on our own.

We understand that there will be more improvements in the upcoming releases, as this
is a work in progress and the current release simply shows a snapshot of the progress
accomplished thus far based on a draft of this report and the reports from the other
experts. What is important is the fact, that this process is now carried out in a systematic
manner using a tool that is available to everyone and as such prevents that something
gets forgotten.

A.2.1. Crypto-Primitives

During our examination, we reported a large number of Jira issues for the crypto-primitives
component (see Appendix C.1). Most of them are recommendations for small clarifica-
tions, optimizations, enhancements, or bug fixes. In the June 2024 release, Swiss Post
managed to address many of these issues in a satisfactory manner. After inspecting cor-
responding modifications in [CryptPrim] or in the source code, we decided to close the
issues with the following identifiers:

EX-63, EX-65, EX-66, EX-67, EX-88, EX-134, EX-141, EX-142, EX-145,
EX-146, EX-148, EX-149, EX-151, EX-153, EX-154, EX-164, EX-175, EX-182,
EX-195, EX-196, EX-197, EX-198, EX-209, EX-218, EX-219, EX-220, EX-235,
EX-243, EX-244, EX-246, EX-247, EX-249, EX-250, EX-251.

Closing these issues reduced our original list of 123 issues to 89 open issues. To some
of the remaining issues, we received clarifications that are not yet entirely satisfactory.
For these issues, it seems that another round of discussion will be necessary to resolve
them (none of them being critical). The identifiers of these unresolved issues are the
following:

EX-62, EX-64, EX-68, EX-133, EX-137, EX-139, EX-169, EX-170, EX-176,
EX-184, EX-192, EX-203, EX-204, EX-206, EX-207, EX-236, EX-240.

For all the other issues, we expect that modifications to the specification document or
the source code will be included in one of the forthcoming releases.

On the Jira platform, we observed that the status of some issues have recently been
changed to planned (indicating the volatility of the ongoing process). By comparing the
above lists with the list of resolved issues as announced by Swiss Post along with the
June release e-mail announcement (see Figure 4), we observe a high level of coincidence,
except for the issues EX-137, EX-139, and EX-240. For those, we expect another iteration
of discussion, but otherwise the Jira-based process seems to work well for the crypto-
primitives component.
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Figure 4: Overview of the Jira issues announced as resolved by Swiss Post along with the
June release e-mail announcement.

A.2.2. E-Voting

In our examination of the e-voting component, we entered a total of 51 issues into the
Jira platform (see Appendices C.2 and C.4). In their e-mail announcement of the June
release, Swiss Post listed modifications for 14 of these issues (plus 3 from other experts,
see Figure 5). Based on our inspection of these modifications in both the specification
document and the source code, we were able to close the following 5 issues:

EX-98, EX-105, EX-124, EX-127, EX-128.

In addition to these resolved issued, we were also able to close EX-106 and EX-107,
because our questions have been answered elsewhere.

Regarding the other issues from this list, however, we are not entirely satisfied about
the way they have been addressed so far, for very different reasons (we decided not to
further comment them here, as everything is well documented and up-to-date on the Jira
platform, see Appendix C). As in the case of the crypto-primitives component, it seems
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that further discussion rounds will be necessary for these issues to be resolved. The
identifiers of these unresolved issues are the following:

EX-73, EX-75, EX-77, EX-82, EX-84, EX-93, EX-94, EX-99, EX-113.

Figure 5: Overview of the Jira issues announced as resolved by Swiss Post along with the
June release e-mail announcement.

In summary, out of the 51 initial Jira issues, 45 are still unresolved as of the June release.
We assume that addressing them will be part of the forthcoming releases.

A.2.3. Verifier

For the verifier component, we only had entered three issues to the Jira platform: EX-
129, EX-130, EX-131 (see Appendix C.3). As one can see in the e-mail announcement
of the Swiss Post for the June release, none of them has been addressed (see Figure 6).
Accordingly, we observed on Jira that the status these issues has been changed to either
planned or in progress.
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Figure 6: Overview of the Jira issues announced as resolved by Swiss Post along with the
June release e-mail announcement.

A.3. Discussion of Specific Topics

In the course of examining the April and June releases, we encountered a small number of
specific subjects that we think need further discussions (in addition to the general subjects
already described in Section 2). We opened a new issue EX-263 for the first of the two
subjects discussed below. A general observation regarding quality assurance in relation
to the ongoing updating process is the second subject of the following discussion.

A.3.1. Election Event Configuration (EX-263)

In [SysSpec, Section 3.4], the election event context is described informally, and [SysSpec,
Figure 5] illustrates its various aspects. The election event context primarily comprises
the verification card sets and their associated verification cards, along with the ballot
boxes containing sets for confirmed and unconfirmed votes. Based on feedback from
Haines, Pereira, and Teague (see EX-85), Swiss Post introduced a new algorithm GetH-
ashElectionEventContext to compute the hash of the election event context. Surprisingly,
this algorithm does not compute the hash of the entire election event context but only
of specific aspects. For instance, the ballot boxes with confirmed and unconfirmed votes
are excluded.

This further demonstrates that [SysSpec] lacks a formal definition of the election event
configuration. What should be hashed and later bound to the zero-knowledge proofs
is not the context but the configuration of an election event. Unlike the context, the
configuration remains unchanged throughout the entire election event. The specification
frequently refers to the election event configuration; however, as noted in our examina-
tion reports over the past years, the essential formal specification of the election event
configuration is still missing. We urge Swiss Post to finally provide such a definition.

A.3.2. Updates with Insufficient Diligence

While we generally appreciate the systematic manner of processing the issues on the
Jira platform, we were not always fully satisfied by the modification received in the
latest updates of the specification documents. We want to illustrate our point by two
examples:
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• In Issue EX-137 we suggested to define the set of bytes (integer values from 0 to
255) in [CryptPrim, 3.1]. In previous versions of the specification document, such a
definition was entirely missing. Unfortunately, our proposal of defining this set as
r0x00, 0xFFq “ r0, 255q was incorrect, because the upper bound 0xFF is excluded
by the semi-open interval. The correct definition would be r0x00, 0xFFs, using a
closed interval. In the updated specification document, our erroneous proposal
was adopted without correcting the interval bound [CryptPrim, Section 3.1]. Even
worse, by defining the set as r<0x00>, <0xFF>q, Swiss Post wrongly specifies the
lower and upper bounds of this interval as byte sequences of length 1 instead of
single values. Therefore, Swiss Post seems not to pay enough attention to the
updating procedure in all circumstances by including a second error on their own
and by implementing one mistake from the experts’ recommendation.

• On Page 5 of [SysSpec], by defining T 50
1 as the set of all character strings match-

ing the regular expression [\w\-]{1,50} (non-empty strings of length 50 or less
consisting of word characters or the hyphen symbol ’-’), it cannot be used to
represent the actual voting options as described in [SysSpec, Section 3.5.2]. We
opened Issue EX-75 on the Jira platform to point out this problem to Swiss Post.
To solve this problem, we see two possibilities of defining a new set V of all voting
options according to the given definition:

– Using an extended regular expression: [\w\-]{1,50}(\|[\w\-]{1,50}){1,2}.

– Using a proper mathematical definition:

V “tS1 || "|" ||S2 : S1, S2 P T 50
1 uY

tS1 || "|" ||S2 || "|" ||S3 : S1, S2, S3 P T 50
1 u.

The solution with the regular expression would be somewhat contradictory to the
mathematical style of the document, but it would have the advantage of encoun-
tering exactly the same expression in the source code. Anyway, in contrast to
providing a proper solution like the ones given above, Swiss Post simply inserted
the following sentences to the document:

In practice, each of the identifiers above is represented with a string from
T 50
1 , and we separate them using the pipe character |. Thus, the domain

of an actual voting option is either T 50
1 |T 50

1 or T 50
1 |T 50

1 |T 50
1 .

As one can see easily, this definition is formally completely incorrect, because T 50
1

is a set (of strings), and sets cannot be concatenated (only their string elements
can). This means that instead of solving the problem, Swiss Post created further
problems in the updated document.

In Subsection 2.1.2, we have already emphasized the importance of using proper formal
notation, so we would expect to encounter the maximum level of diligence when updates
are being realized based on the experts’ issues. In the two examples given above, quite
the contrary is true.
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B. Changelogs

B.1. February and March Releases (1.4.0, 1.4.1)

Component Changes listed in the component’s CHANGELOG.md file

e-voting 1.4.0
(specification)

• New concept for Context/Input variables – added detailed description of the
concept and applied it to all algorithms of the system specification.

• Defined key-value maps in Conventions.
• Reduced the length of the election keys (ELpk, ELsk) and the CCR choice

return codes encryption keys (pkCCR, skCCR) to the maximum length needed
for the verification card set instead of the maximum supported values of the
system.

• Specified the format of the seed used for the encryption parameters.
• Added a check in GetElectionEventEncryptionParameters that the product of

primes used as encoded vote cannot be larger than the group modulus.
• Renamed the old section Usability to Entropy of Keys and Codes and up-

dated the description.
• Added new section Electoral Model including a more complete description

of the election event parameters and encoding of the voting options.
• Extended the pTable with the correctness information. Specified new algo-

rithms GetCorrectnessInformation and GetBlankCorrectnessInformation.
• Refined the subsection about Valid Combinations of Voting Options. The

algorithms GetCorrectnessIdForSelectionIndex and GetCorrectnessIdForVotin-
gOptionIndex were removed.

• New algorithms GetWriteInEncodedVotingOptions, GetPsi and GetDelta.
• New algorithm GetHashContext and use it in several algorithms.
• Improved the algorithm Factorize.
• Added domain separation in DeriveBaseAuthenticationChallenge, GetAuthen-

ticationChallenge and VerifyAuthenticationChallenge.
• Removed the description of the write-in alphabet.
• Use the extended Latin alphabet from the crypto primitives specification for

the write-ins.
• Improved the description of creating a vote with write-ins and specified the

algorithm EncodeWriteIns.
• Improved algorithm DecodeWriteIns by truncating the write-in values to pre-

vent the creation of invalid eCH-files.
• New algorithm VerifyKeyGenerationSchnorrProofs which was moved from the

verifier specification.
• Specified new algorithm VerifyCCSchnorrProofs and use it in VerifyKeyGen-

erationSchnorrProofs, GenVerCardSetKeys, SetupTallyEB.
• Changed the SetupVoting protocol so that the algorithm GenKeysCCR is

executed at a later point in the process.
• Improved the sequence diagrams SetupVoting and SetupTally to adhere more

closely to the actual process of the system.
• Defined new algorithm GenSetupData which replaces the algorithm GenSe-

tupEncryptionKeys and additionally executes the algorithm GetElectionEven-
tEncryptionParameters and generates all the pTables of the election event.

• Use the new algorithm GenRandomString from the crypto primitives specifi-
cation to improve several algorithms.

• Removed the algorithm GenRandomSVK.

Table 2: Changes announced for the e-voting component (February 2024 release), Part I.

25



Component Changes listed in the component’s CHANGELOG.md file

e-voting 1.4.0
(specification)

• Do not use subscript j in any algorithm names.
• Small simplifications to the SetupTallyEB due to the removal of the key

truncation operation.
• CreateVote takes as input the actual voting options and write-ins instead of

already encoded values.
• CreateVote ensures that the selected actual voting options are all from the

correct pTable.
• CreateVote restricts the length of the write-ins and prevents usage of # within

the write-in fields.
• CreateVote now includes the contents of E2 in the auxiliary info of the proofs

to avoid vote malleability.
• PartialDecryptPCC now includes the contents of E2 in the auxiliary info of

the proofs.
• CreateLCCShare and CreateLVCCShare do not anymore create exponentiation

proofs for the shares lCC and lVCC.
• All 4 CCs agree on the initial ciphertexts by running GetMixnetInitialCipher-

text and computing a hash of the confirmed votes.
• MixDecOnline verifies the hash of all other control components before per-

forming the mixing (and would stop the process otherwise).
• Using consistent notation for the group Gq throughout the system specifi-

cation (no use of Hl).
• ProcessPlaintexts checks if any vote contains an invalid combination, and if

so the algorithm aborts and returns nothing.
• Removed the message SetupComponentEncryptionParameters from the

overview of the authenticated messages in the setup phase.
• Added the message ControlComponentVotesHash to the overview of the au-

thenticated messages in the tally phase.
• Minor corrections and improvements.

Table 3: Changes announced for the evoting component (February 2024 release), Part II.
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Component Changes listed in the component’s CHANGELOG.md file

e-voting 1.4.0
(code)

• Significantly reduced the number of third-party dependencies.
• Removed unused exponentiation proofs in the algorithms CreateLCCShare

and CreateLVCCShare.
• Improved the validation and separation of context and input variables in all

algorithms.
• Facilitated dispute resolution when the control components do not agree on

the list of confirmed votes by adding an additional consistency check to the
algorithm MixDecOnline.

• Improved domain separation in voter authentication algorithms.
• Extended the primes mapping table and implemented the new algorithms

operating on it.
• Extended the semantic information in the pTable to comprise all 4 languages.
• Restrain the format of the encryption parameters’ seed in GetElectionEven-

tEncryptionParameters.
• Improved the ProcessPlaintexts algorithm by checking for invalid votes after

decryption.
• Refactored the services to better encapsulate the algorithms for increased

auditability of the system.
• Aligned the configuration phase algorithms by using the GenSetupData al-

gorithm to generate the primes mapping tables.
• Simplified the protocol by executing GenKeysCCR before GenEncLongCode-

Shares.
• Centralized the Schnorr proof verification methods into the e-voting-libraries.
• Moved the alphabets to crypto-primitives.
• Encode the actual voting options and write-ins within the CreateVote algo-

rithm.
• CreateVote restricts the length of the write-ins and prevents usage of # within

the write-in fields.
• Centralized hashing operations with the usage of the algorithm GetHashCon-

text.
• Incorporated the encryption parameters generation into the Secure Data

manager and removed the encryption parameters generation from the config
cryptographic parameters tool.

• Renamed the remaining functionality of the cryptographic parameters tool
to Direct Trust Tool.

• Switched the message broker from RabbitMQ to Artemis for better reliability
and robustness.

• Improved asynchronous communication between the voting server and the
control components.

• Complete redesign of the Secure Data Manager Frontend. Simplified the
user interface and provided better feedback to the user for the individual
process steps.

• Secure Data Manager: Migrated the frontend framework from AngularJS to
Angular.

• Secure Data Manager: Improved resilience and robustness to prevent incon-
sistencies.

• Secure Data Manager: Removed the necessity of installing sTunnel to provide
client authentication.

• Voting Server: Slightly improved the validations when receiving data in the
configuration phase.

• Voter Portal: Support primary/secondary elections.
• Voter Portal: Various improvements in texts and cross-browser support.
• Minor improvements and code clean-ups.

Table 4: Changes announced for the evoting component (February release), Part III.
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Component Changes listed in the component’s CHANGELOG.md file

e-voting 1.4.1
(code)

• Prevented the execution of the GetMixnetInitialCiphertexts algorithm before
the closing of regular ballot boxes.

• Provided a file-cryptor tool that facilitates the symmetric encryption and
decryption for auditing purposes.

• Further reduced third-party dependencies in the e-voting system.
• Various improvements in the Secure Data Manager frontend.
• Improved validations in the Secure Data Manager related to the display of

various information in the Secure Data Manager.
• Refactored the direct trust tool for better usability and robustness.
• Improved recoverability of errors in the voting server and control compo-

nents.
• Improved the configuration of the Artemis message broker.
• Improved idempotency in the voting server.
• Added a health check endpoint to the voting server.
• Removed code in the Secure Data Manager linked to the admin board func-

tionality.
• Fixed an out-of-memory problem when downloading large ballot boxes.
• Fixed a bug where incorrect tally files were collected.
• Fixed a small bug in the Voter Portal when quickly changing the selections.
• Updated dependencies and third-party libraries.

Table 5: Changes announced for the evoting component (March 2024 release).
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Component Changes listed in the component’s CHANGELOG.md file

crypto-primitives
1.4.0
(specification)

• Changes in the section about security level: The overview of the primitives
and parametrization used was improved.

• Removed the ambiguous “uniformly safe” description in the Argon2 sec-
tion.

• Added a section about alphabets, including a user-friendly alphabet for
codes and an extended Latin alphabet.

• Improved the description of the encryption parameters generation in sec-
tions “Primality Testing” and “Parameters Generation” accordingly.

• Fixed minor errors and inconsistencies.

crypto-primitives
1.4.0
(specification,
code)

• Legacy security level removed, extended security level renamed to stan-
dard.

• Added new algorithm GenRandomString and removed the old GenRandom-
BaseXXString algorithms.

• Simplified algorithm GenUniqueDecimalStrings by using GenRandomString.
• Removed magic numbers in RecursiveHashToZq and KDFToZq.
• Improvements to algorithm GetEncryptionParameters including using only

MillerRabin instead of isProbablePrime, and using SHAKE256 instead of
SHAKE128.

• Removed unused algorithm LeftPad.
• Made algorithm Truncate more flexible.

crypto-primitives
1.4.0 (code)

• Removed the confusing Argon2 profiles.
• Added several alphabets from the e-voting source code.
• Replaced the legacy BouncyCastle Jacobi with the Legendre symbol.
• Improved object-oriented design of the GqElement class.
• Improved the encapsulation and consistency of internal methods.
• Defined a GenRandomInteger method working with the Java Integer

type.
• Removed the legacy isProbablePrime method.
• Implemented a mechanism to check the integrity of the native VMGJ

library.
• Updated dependencies and third-party libraries.

crypto-primitives
1.4.1 (code)

• Align the generation of PKCS12 keystores to common standards.
• Updated dependencies and third-party libraries.

crypto-primitives-
ts 1.4.0 (code)

• Legacy security level removed, extended security level renamed to stan-
dard.

• Removed a significant amount of third-party code by integrating the Ar-
gon2 Hash-WASM library.

• Improved object-oriented design of the GqElement class.
• Removed the confusing Argon2 profiles.
• Added the generation and verification of Schnorr proofs to TypeScript.
• Fixed minor errors and inconsistencies.
• Updated dependencies and third-party libraries.

Table 6: Changes announced for the components crypto-primitives and crypto-primitives-ts
(February and March 2024 releases).
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Component Changes listed in the component’s CHANGELOG.md file

e-voting-libraries
1.4.0 (code)

• Integrate the crypto-primitives-domain library inside the domain module.
Prior to this integration, the library existed in its separate repository and
had an associated CHANGELOG.md file.

• Abort the ProcessPlaintexts algorithm in case of invalid votes.
• Improved the distinction of context and input variables in all algorithms.
• Extended the primes mapping table and implemented the new algorithms

operating on it.
• Implemented the refactored key generation Schnorr proof algorithms.
• Implemented the GetHashContext algorithm.
• Added consistency check of the encryption groups in the
ElectionEventContextPayload and ElectionEventContext.

• Refactored the validations of various objects.
• Fixed an incorrect minimum grace period.
• Fixed a failing generation of the eCH-0110.xml for write-in only elections.
• Improved the consistent serialization of elements in Base64 instead of

Base16.
• Added the printing component to the direct trust keystores.
• Centralized the keystore validator in the e-voting-librairies.
• Centralized system specification constants.
• Improved the validation of the extended authentication factor.
• Updated to evoting-config version 6.
• Made the output tally files evoting-decrypt, eCH-0222 and eCH-0110 com-

patible to primary/secondary elections.
• Fixed minor errors and inconsistencies.
• Updated dependencies and third-party libraries.

e-voting-libraries
1.4.1 (code)

• Strengthened the keystore validations.
• Created specific JSON test values for the GetHashContext algorithm.
• Fixed a bug in the calculation of the eCH-0110 field
countOfReceivedValidVotingCardsTotal.

• Removed unused code related to the admin board functionality.
• Added additional validations of the control component payloads.
• Added additional unit tests to the ProcessPlaintextsAlgorithm.
• Updated dependencies and third-party libraries.

Table 7: Changes announced for the e-voting-libraries component (February and March
2024 releases).
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Component Changes listed in the component’s CHANGELOG.md file

verifier 1.5.0
(specification)

• Using the new concept of Context/Input variables—as described in the sys-
tem specification—for all algorithms of the verifier specification.

• Improved the structure and pseudo-code formalism of the VerifyTally verifi-
cations and algorithms.

• Encryption Parameters removed from the table on the required elements
for the setup verification since they are incorporated into the election event
context.

• Removed SetupComponentEncryptionParameters from the overview of the au-
thenticity checks for the setup verification, corresponding verification Veri-
fySignatureSetupComponentEncryptionParameters removed.

• Updated the table with the overview of the different voting option types
necessary to validate the pTable.

• VerifyPrimesMappingTableConsistency now also checks the correctness infor-
mation.

• Added description of the verification of the seed in VerifyEncryptionParame-
ters.

• Renamed the verification VerifyKeyGenerationSchnorrProofs to VerifySchnor-
rProofs and use the centralized Schnorr proof verification algorithms from
the system specification.

• VerifyProcessPlaintexts now uses the algorithm ProcessPlaintexts from the
system specification.

• Clarified the declaring of invalid votes in the tally files generation.
• Fixed minor error and inconsistencies and made the necessary alignments to

the system specification.

verifier 1.5.0
(code)

• Aligned the distinction between context and input variables.
• Improved alignment of the implementation to the verifier specification.
• Aligned voting option variables to specification changes.
• Aligned the key sizes to the specification changes.
• Simplified the VerifyProcessPlaintexts algorithm according to the verifier

specification.
• Restrain the format of the encryption parameters’ seed and display it in the

verifier overview.
• Centralized the Schnorr proof verification methods to e-voting-libraries.
• Added truncation in the verifier’s treatment of the write-in contents.
• Updated the verification of the semantic information.
• Aligned the verification of the primes mapping table consistency to the ex-

tended primes mapping table object.
• Modified the input files of the verifier into context, setup and tally.
• Symmetrically encrypt the input files to the verifier as a security best prac-

tice.
• Fixed the calculation of the number of confirmed votes in the PDF report

for complex election events.
• Regenerated the data set.
• Updated dependencies and third-party libraries.
• Made the file permission explicit to ensure the reproducible build.

Table 8: Changes announced for the verifier component (February 2024 release).
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Component Changes listed in the component’s CHANGELOG.md file

verifier 1.5.1
(specification)

• Separate the setup tally dataset into context, setup, and tally.
• Clarified in the manual checks by the auditors that the context dataset must

remain constant between VerifyConfigPhase and VerifyTally.
• Clarified the VerifyConfirmedEncryptedVotesConsistency check.
• Changed the folder names to camel case for better consistency with the

e-voting system.

verifier 1.5.1
(code)

• Separate the unzipped folders into context, setup, and tally and validate
that the dataset only contains the expected files and folders.

• Improved the validations in VerifyPrimesMappingTableConsistency to prevent
duplicate actual voting options.

• Indicated the encryption password of the example dataset in a readme.
• Display the certificate fingerprints in lower case and without colons for better

usability.
• Slightly reorganized the verifier front-end.
• Fixed a bug with excessive parallelization for large datasets.
• Improved the consistency of the dataset file names.
• Updated dependencies and third-party libraries.

Table 9: Changes announced for the verifier component (March 2024 release).

Component Changes listed in the component’s CHANGELOG.md file

data-integration-
service 2.8.0
(code)

• Removed support of the legacy eCH-version 3.
• Removed deprecated plugins.
• Added support for primary and secondary elections.
• Added additional validations to prevent duplicate identifiers, inconsistent

counting circles, and missing empty lists.
• Reduced the default time between election event start and date from 15

to 10.
• Ensured that the voter and candidate title contains at least one character.
• Made the list and candidate display configurable.
• Added a line to add election rules explanation.
• Updated the data integration service to evoting-config version 6.
• Updated dependencies and third-party libraries.

data-integration-
service 2.8.1
(code)

• Fix a bug with duplicate candidate identifiers.
• Fix a bug with uppercase language identifiers.
• Fix a bug with missing first name elements in the eCH-0157.xml.
• Improve the e-voting dates consistency checks.
• Ensure that certain election-related elements in the params file remain

optional.
• Improve the packaging of the application.
• Migrated the application to SpringBoot.
• Updated dependencies and third-party libraries.

Table 10: Changes announced for the data-integration-service component (February and
March 2024 releases).
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B.2. April and June Releases (1.4.2, 1.4.3, 1.4.3.1)

Component Changes listed in the component’s CHANGELOG.md file

e-voting 1.4.2
(specification,
code)

• Improved the voting server’s connection and thread management.
• Strenghtened the Content-Security-Policy of the Voter Portal.
• Improved the path handling in the Secure Data Manager.
• Various improvements to the direct trust tool.
• Fixed various issues related to the integration of the xml-signature tool.
• Added a constraint to the control component’s ballot box database table to

allow only one update.
• Added the generation of a file in the SDM with metadata for reporting

purposes.
• Added a possibility to display the contents of test ballot boxes to the SDM.
• Various improvements to the SDM workflow.
• Refactored the evoting-build docker file and related scripts and moved them

outside the code repository.
• Refactored the usage of synthetic test data.
• Added configurability to the voter portal’s time-out values.
• Improved error handling in the SDM.
• Improved election event summary in the SDM.
• Removed empty CSS files in the voter portal.
• Various small improvements and bug fixes.
• Updated dependencies and third-party libraries.

Table 11: Changes announced for the e-voting component (April 2024 release)
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Component Changes listed in the component’s CHANGELOG.md file

e-voting 1.4.3
(specification,
code)

• Added the GetHashElectionEventContext algorithm to the SetupTallyCCM
and SetupTallyEB algorithms.

• Extended the service to store the entire election event context in the control
component’s database.

• Improved input validation in the CreateVote, EncodeWriteIns, WriteInToIn-
teger, and WriteInToQuadraticResidue algorithms.

• Removed the letter U+00A0 (Non-Breaking Space) from the latin alphabet.
• Improved the handling of context variables in the GetAuthenticationChal-

lenge algorithm.
• Added an additional checkbox in the legal terms of the voter portal to con-

firm that the voter votes electronically.
• Simplified the context and input to the VerifyCCSchnorrProofs algorithm.
• Improved the voting server’s input validation, idempotency, and logging.
• Improved the Secure Data Manager’s handling of frontend states.
• Aligned file names across different components.
• Improved the control components’ parametrization of concurrency and

database time-outs.
• Various improvements to the Secure Data Manager’s frontend and connec-

tion handling.
• Fixed an inconsistency in the evoting-print’s handling of cumulated candi-

dates.
• Removed the spell check of the start voting key in the voter portal.
• Added various improvements to the direct trust tool.
• Clarified the build instructions.
• Various small improvements and bug fixes.
• Updated dependencies and third-party libraries.

e-voting 1.4.3.1
(specification,
code)

• Prevent an inconsistent state in the untrustworthy voting server’s view when
receiving two concurrent sendVote requests (issue reported in the 2024 public
intrusion test). A similar correction was made to the setup component public
keys’ upload in the voting server.

• Aligned the naming convention of the direct trust keystores and fixed a small
bug in the SDM UI.

• Increased the transaction time-out and made the polling of the ballot box
status more robust in the SDM.

Table 12: Changes announced for the e-voting component (June 2024 releases)
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Component Changes listed in the component’s CHANGELOG.md file

crypto-primitives
1.4.2 (code)

• Ensured that all crypto-primitives internal classes invoke the
RandomService or TestRandomService instead of SecureRandom
directly.

• Included the bound 0 in the method genRandomIntegerOfLength used
in test classes.

• Minor improvements in test classes.
• Updated dependencies and third-party libraries.

crypto-primitives
1.4.3
(specification,
code)

• Avoid repeated calls of stringToByteArray in GenCiphertextSymmetric
and GetPlaintextSymmetric.

• Small adjustments to ByteLength and ByteArrayToInteger.
• Improved the alignment of the GenShuffle implementation to the speci-

fication.
• Improved handling of edge cases in StringToInteger and GenRandomInte-

ger.
• Add try/catch in Base16Decode.
• Minor improvement in CutToBitLength.
• Remove the letter U+00A0 (Non-Breaking Space) from the latin alphabet.
• Set the CodingErrorAction to REPORT explicitly for
ConversionsInternal.stringToByteArray.

• Correction of the indexing in Algorithm 9.12 VerifyShuffleArgument.
• Minor corrections and clarifications.
• Updated dependencies and third-party libraries.

crypto-primitives-
ts 1.4.3 (code)

• Small adjustments to ByteLength and ByteArrayToInteger.
• Updated dependencies and third-party libraries.

Table 13: Changes announced for the components crypto-primitives and crypto-primitives-
ts (April and June 2024 releases).
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Component Changes listed in the component’s CHANGELOG.md file

e-voting-libraries
1.4.2 (code)

• Fixed an issue with an incorrect conversion of the test and gracePeriod
attributes in the ballot box object.

• Added additional unit tests and refactored the generation of synthetic
test data.

• Removed an unused xmlSigner class.
• Updated dependencies and third-party libraries.

e-voting-libraries
1.4.3 (code)

• Extended the tests of the ProcessPlaintextsAlgorithm.
• Implemented the GetHashElectionEventContext algorithm to ensure

that the control components and the verifier agree on the election event
context.

• Removed the JSON serialization of the encryption group in the election
event context to avoid redundancy.

• Implemented stricter validation of ElectionEventContext and
VerificationCardSetContext objects.

• Added generator of synthetic test data for unit tests.
• Simplified the VerifyCCSchnorrProofs algorithm.
• Allowed more flexible auxiliary objects in the VerifyCCSchnorrProofs

and VerifyKeyGenerationSchnorrProofs algorithm.
• Streamlined the invocation of primes mapping table algorithms in
GetHashContext algorithm.

• Removed duplication in the electionEventContextPayload algorithm.
• Refactored the instantiation of primes mapping table algorithms and
getEncryptionGroup methods.

• Added versions in the XsdConstants.
• Fixed minor bugs in the calculation of some of the eCH-0110 fields.
• Fixed a bug with the password length check for certain encodings.
• Updated dependencies and third-party libraries.

e-voting-libraries
1.4.3.1 (code)

• Explicitly order the verification card set contexts by verification card set
ID.

Table 14: Changes announced for the e-voting-libraries component (April and June 2024
releases).

Component Changes listed in the component’s CHANGELOG.md file

verifier 1.5.2
(specification,
code)

• Fixed an issue where reencrypted datasets were not accepted.
• Fixed an issue with the correct display of the datasets’ hash value.
• Updated dependencies and third-party libraries.

verifier 1.5.3
(specification,
code)

• Integrated the GetHashElectionEventContext into the VerifySchnorrProofs al-
gorithm.

• Fixed a bug where the verifier did not accept compliant passwords.
• Aligned verifier report name to our naming convention.
• Updated the data sets for compatibility with the e-voting release 1.4.3.
• Updated dependencies and third-party libraries.

Table 15: Changes announced for the verifier component (April and June 2024 releases).
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Component Changes listed in the component’s CHANGELOG.md file

data-integration-
service 2.8.2
(code)

• Added additional eCH XSD schemas to the packaging.
• Updated dependencies and third-party libraries.

data-integration-
service 2.8.1
(code)

• Add two comma-separated displayCandidateLineStyle and
displayListLineStyle without subListUnions.

• Prevent write-ins for proportional elections and accumulation for majoral
elections.

• Use the ballotQuestionTitle as ballotDescriptionShort
and ballotDescriptionLong (if ballotDescriptionShort and
ballotDescriptionLong are missing).

• Updated dependencies and third-party libraries.

Table 16: Changes announced for the data-integration-service component (April and June
2024 releases).
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C. Jira Issues

C.1. Crypto-Primitives
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Issue Summary Context Description

EX-61 Implementation

EX-62 Specification

EX-63 Specification

Different calls in order to 
get a random value:

The implementation provides a Factory:
public class RandomFactory {

private RandomFactory() {
// Intentionally left blank.

}
public static Random createRandom() {

return new RandomService();
}

}
This leads to the assumption that this factory serves as the single point of source in order to acquire a new 
RandomService…
However, there are multiple instances, where this factory class is ignored and a new instance of 
RandomService() is acquired explicitly…
Example:
public class ZqGroupGenerator {

private final ZqGroup group;
private final RandomService randomService;
public ZqGroupGenerator(final ZqGroup group) {

this.group = group;
this.randomService = new RandomService();

}
...

And then, there are even instance, where even the Random-Service is ignored and a new instance of 
java.SecureRandom is explicitly acquired.
package ch.post.it.evoting.cryptoprimitives.internal.mixnet;
...
public class ZeroArgumentTestData {

private static final int RANDOM_UPPER_BOUND = 10;
private static final SecureRandom secureRandom = new SecureRandom();

We consider this as a major issue, as the management of the randomness source should be tackled with 
greatest care. An single abstraction for acquiring/managing and handling of randomness and its underlying 
sources of entropy) is crucial for auditing.

Unmotivated usage of 
different Hash-Functions

Why is there a mix of different SHA standards? As can be seen in Table 3 of the Crypto-Primitives-
Specification, SHA3-256 and also SHA-256 are in use.

Section 4.2 Extended 
Latin Alphabet: Two 
different Codes for 
'Space'?

Provides the encoding of two versions of ‘space’:
(U+0020)  001↦
and
(U+00A0)  071↦
Why? Could it even be used for an attack?



Issue Summary Context Description

EX-64 Specification

EX-65 Specification

EX-66 Specification

EX-67 Specification

EX-68 Implementation

EX-133 Section 2 Security Level Specification Testing-only security level is underspecified.

EX-134 Section 2 Security Level Specification Why does KDF use SHA-256, but RecursiveHash SHA3-256?

EX-135 Specification

EX-136 Specification
EX-137 Section 3.1 Byte Arrays Specification The domain of the individual byte should be specified as b_i \in [0,255), respectively [0x00,0xFF).

Section 4.2 Extended 
Latin Alphabet: Not all 
used alphabets are 
covered in this section

The Alphabet-Section within the crypto-primitives ?should? cover all alphabets used within the document.
However, it only covers the following two:
𝔸u32
𝔸latin
The remaining alphabets have to be found in the ‘Symbols’ section:
𝔸10 Alphabet of decimal numbers
𝔸𝐵𝑎𝑠𝑒16 Base16 (Hex) alphabet [19]
𝔸𝐵𝑎𝑠𝑒32 Base32 alphabet, including the padding character
= [19]
𝔸𝐵𝑎𝑠𝑒64 Base64 alphabet, including the padding character
= [19]

 𝔸𝑈𝐶𝑆 Alphabet of the Universal Coded Character Set
(UCS) according to ISO/IEC10646

Algorithm 5.3 
GenRandomString: 
Ambiguity in definition of 
a 'String'

In Algorithm 5.3 GenRandomString a String is created in the following way:
-> S' = (S'_0 || ... || S'_l-1)
 But, it is not clear how this can be mapped to the required alphabet:
-> ′  ( )𝑆 ∈ 𝔸 𝑙
So, what exactly is a string?! A vector of chars? Or concatenated chars? Or a vector of a single value?!

Algorithm 5.4 
GenUniqueDecimalStrin
gs: Wrong cardinality

It is written:
Output:
codes  ( _10)^{𝑙×𝑛}∈ 𝔸
Meaning: A single Code with a length of l*n characters…
But it probably should be:
Output:
codes  ( _10^l)^∈ 𝔸 𝑛
Meaning: n-codes of length l characters.

Algorithm 8.1 
GetEncryptionParameter
s: Under-specification

On line 14 of the algorithm, the following is required:
14: while 𝑖 < 𝑙 do
But what is l? What is its value?
On line 26 of the algorithm, the following is required:
26: if 2   then∈ 𝔾𝑞
But how can a developer know how to test for that?

Provide an additional 
Entropy-Source on 
application level

The system is prone to a generic attack on transport of high entropy on OS-level.
This weakens the security argumentation for any system provider, as the system provider cannot prove the 
non-existence of such an attack.
This attack is extremely powerful, as it breaks the most basic assumption of high entropy in random values.

Section 3 Basic Data 
Types

We recommend using <F3,01,A3> or "<F301A3>" instead of <0xF3, 0x01, 0xA3> for byte arrays (improved 
readability).

Section 3 Basic Data 
Types

An "Alphabet" is used in several algorithms without giving a general definition as a (usually finite) ordered set of 
characters, or as a (indexed) vector of characters. An explicit definition is also missing in Section 4 on 
"Alphabets".



Issue Summary Context Description

EX-138 Specification

EX-139 Implementation Byte.SIZE is used instead of 8, B.length is used instead of N, unnecessary computations with double data type.

EX-140 Implementation It is unclear why Arrays.copyOf is necessary,  better introduce immutable ByteArray class.

EX-141 Implementation
EX-142 Section 3.2 Integers Specification |x| is undefined by "minimal bit length of an integer", but probably non-negative integers are meant.

EX-143

EX-144 Implementation "x.compareTo(BigInteger.ZERO) >= 0" could be simplified into x.signum() >= 0".

EX-145 Specification

EX-146 Specification

EX-147 Implementation

EX-148 Implementation The pattern-matching test is sufficient to handle all fail case: remove the length check, remove try-catch.

EX-149 Algorithm 3.15 Truncate Specification
EX-150 Algorithm 3.15 Truncate Specification The restriction to non-empty input strings is not necessary (violation of the generality principle).
EX-151 Algorithm 3.15 Truncate Specification The subscript x has no meaning, remove it.

EX-152 Specification

EX-153 Specification

EX-154 Implementation

EX-155 Vector length n=0 should not be excluded (principle of generality).

EX-156 Implementation

Algorithm 3.1 
CutToBitLength

The borderline cases of N=0 and n=0 are excluded for no obvious reason (violation of the generality principle, 
see "Features of a good algorithm" on Wikipedia).

Algorithm 3.1 
CutToBitLength
Algorithm 3.2 
Base16Encode, 
Algorithm 3.3 
Base32Encode, 
Algorithm 3.4 
Base64Encode
Algorithm 3.5 
Base16Decode

Decoding could also fail in case of invalid characters in the string, i.e., add try/catch similar to base32Decode 
and base64Decode.

Algorithm 3.8 
ByteArrayToInteger and 
Algorithm 3.9 
IntegerToByteArray

Specification, 
Implementation

Encoding 0 by <0x00> instead of <> seems unnecessary. Without this deviation, the second test in 
byteArrayToInteger could be removed, since new BigInteger(sign, magnitude) is specified as "A zero-length 
magnitude array is permissible, and will result in a BigInteger value of 0.", and the same for the second clause 
of the if-statement in integerToByteArray (as well as Line 2 in Algorithm 3.9)

Algorithm 3.9 
IntegerToByteArray
Algorithm 3.10 
ByteLength

In the current version with <0x00> representing 0, it is confusing that it returns 0 for x=0 (better move max(n,1) 
from Algorithm 3.9 to Algorithm 3.10).

Algorithm 3.10 
ByteLength

The output of Algorithm 3.10 is falsely declared as an element of N^+ instead of N. Note that ByteLength(0)=0, 
but IntegerToByteArray(0)=<0x00> has length 1.

Algorithm 3.11 
StringToByteArray

Returns an empty byte array <> for an empty string as input, the empty byte array should be allowed as input 
for Algorithm 3.12. Actually, the implementation of Algorithm 3.11 would work with <> as input, just by removing 
the second check.

Algorithm 3.13 
StringToInteger

The input string is called "Character array" (this is the only place in the whole document, where the term 
"Character array" is used), replace it by string.

Section 4.2 Extended 
Latin Alphabet

The latin letters are restricted to "Basic Latin" and "Latin Supplement", but characters from "Latin Extended-A" 
and "Lating-Extended-B" are excluded. Those characters may be used in names from certain language regions 
in eastern or south-eastern Europe. A justification for excluding them should be given.

Algorithm 5.1 
GenRandomInteger

Doesn't work as specified for m=1 with bitlength=|m-1|=|0|=0, because CutToBitLength expects a value n>0, 
and ByteArrayToInteger expects a non-empty byte array.

Algorithm 5.1 
GenRandomInteger

Deviation from specification by calling new BigInteger(). Also, m.bitlength is different from |m-1| in the 
specification, which is confusing.

Algorithm 5.2 
GenRandomVector

Algorithm 5.2 
GenRandomVector

The name of the return type "GroupVector" is confusing, because it is actually a vector of group ELEMENTS, 
so better rename "GroupVector" into "GroupElementVector", or even better, implement a generic immutable 
class Vector<T> (see CHVote Utilitites), and use Vector<GroupElement> as return type.



Issue Summary Context Description

EX-157 Specification

EX-158 Specification

EX-159 Implementation

EX-160 Specification

EX-161 Implementation

EX-162 Specification

EX-163 Specification

EX-164 Specification

EX-165 Specification

EX-166 Specification

EX-167 Specification

EX-168 Algorithm 5.9 KDF Specification

EX-169 Algorithm 5.9 KDF

EX-170 Algorithm 5.9 KDF Specification

EX-171 Specification In Line 1, it is unclear what will happen if lambda is not a multiple of 4 (it is implemented as integer division).

Algorithm 5.3 
GenRandomString

String length l=0 should not be excluded (principle of generality), parentheses in return value (A)^l are not 
necessary.

Algorithm 5.4 
GenUniqueDecimalStrin
gs

Cases l=0 and n=0 should not be excluded (principle of generality). Better represent return value as (A_10^l)^n, 
otherwise it looks like a l-times-n-matrix.

Algorithm 5.4 
GenUniqueDecimalStrin
gs

Using ArrayList.contains (linear search) may lead to a performance bottleneck when n gets large: O(n^2) 
running time (better use TreeSet).

Algorithm 5.5 
RecursiveHash

In comment "w might be an empty list w=()", first replace "list" by "vector", and second if w=() is allowed, then 
there is no reason to exclude the borderline case k=0 (principle of generality). As a general remark, note that 
vectors and tuples are not the same, but the implementation does not distinguish them. Also, "the set of vectors 
V^*" is an incorrect use of mathematical notation.

Algorithm 5.5 
RecursiveHash

Implementation with hashableBigInteger, hashableString, etc. is unnecessarily complicated without clear 
benefit.

Algorithm 5.5 
RecursiveHash and 
Algorithm 5.7 
RecursiveHashOfLength

They are almost identical except for the fact that Algorithm 5.5 uses Hash(...) internally, while Algorithm 5.7 
uses XOF(L,...) internally (plus Line 13 in Algorithm 5.5. is written explicitly as a loop in Algorithm 5.7). This 
could be unified by defining a single Algorithm RecursiveHash with Hash_L (a hash function with output length 
L) as an additional parameter instead of a fixed context parameter. Algorithm 5.7 could then simply call this 
algorithm and cut off the desired bits from the result. Otherwise, same remarks as for Algorithm 5.5.

Algorithm 5.6 
RecursiveHashToZq

It could call RecursiveHashOfLength with the next higher byte length L=ceil((|q|+2lambda)/8) instead of a bit 
length l=|q|+2lambda/8. Then RecursiveHashOfLength could be simplified internally by skipping the calls to 
cutToBitLength.

Algorithm 5.6 
RecursiveHashToZq

Has (other than Algorithm 5.5 and Algorithm 5.7) explicitly TWO arguments q and bold_v, but the 
Implementation allows an arbitrary number of arguments using vararg "Hashable... values". This is not the 
same! In Algorithm 5.5 and Algorithm 5.7, it would improve clarity to write "Values v_0,...,v_{k-1}" instead of 
"Values (v_0,...,v_{k-1})", i.e. omit parentheses.

Algorithm 5.6 
RecursiveHashToZq

In each call of RecursiveHashToZq, the first hash input is a domain separation tag like "HashAndSquare" or 
"commitmentKey" (better use same capitalization policy in both cases). It would improve clarity if 
RecursiveHashToZq would expect a separate "domain separation tag" (DST) string. Same for 
RecursiveHashOfLength.

Algorithm 5.6 
RecursiveHashToZq

Shouldn't the DST string for RecursiveHashOfLength be "RecursiveHashToZq" instead of "RecursiveHash"? 
Because the context is defined by the caller method.

Algorithm 5.8 
HashAndSquare

There is a huge simplification potential for the whole system by switching from G_q={quadratic residues modulo 
safe prime p} to Z+_p={1,...,q} (see E-Vote-Id-Paper by Haenni/Stary-Koranova, "An Alternative Group for 
Applications of ElGamal in Cryptographic Protocols"). For example, Algorithm 5.8 could be skipped entirely.
l_key and \ell is used as byte length. This is confusing, because in precedent algorithms, l was always a BIT 
length, while L is a byte length

Specification, 
Implementation

In Line 4, length(info_{i,bytes}) is an integer, so it cannot be concatenated to a byte array without conversion. In 
the implementation, one can see that the length is encoded as a single byte, "new byte[] { (byte) 
info_i_bytes.length }"
Is the restriction l<=255*L necessary because length is encoded as a single byte, or the other way around? 
Clarify.

Algorithm 5.10 
KDFToZq



Issue Summary Context Description

EX-172 Table 8 Specification

EX-173 Specification

EX-174 Implementation

EX-175 Specification

EX-176 Specification

EX-177 Specification

EX-178 Specification

EX-179 Specification

EX-180 Specification

EX-181 Specification Same remarks as for GenCiphertextSymmetric.

EX-182 Implementation stringToByteArray is called TWICE for every associated data.

EX-183 Implementation Length tests k>0, n>0, c>0 are missing.

EX-184 Specification Defining info<-{CN,C,ST,L,O} as a set (curly brackets) is not appropriate.

EX-185 Specification

EX-186 Specification

It would be good to add the variables m, p, and i to to column headers for making a connection to the context 
as specified in Algorithm 5.11 and 5.12.

Algorithm 5.12 
GetArgon2id

the definition of c is an incorrect use of mathematical notation. Better, define c<-(32,s,2^m,p,i) and define this 
quintuple in the text or comment.

Algorithm 5.12 
GetArgon2id

The class Argon2Configuration stores m directly as an int, not 2^m, whereas in Algorithm 5.12 GetArgon2id, 
2^m is added to c, i.e. the implementation deviates from the specification.

Algorithm 6.1 
GenCiphertextSymmetri
c

The mathematical "mapsTo"-notation is incorrectly used (see arbital.com/p/mapsto_notation/ vs. 
arbital.com/p/colon_to_notation/), same in RecursiveHashOfLength, KDF, KDFToZq, 5.5 Argon2, 
GetPlaintextSymmetric, 9.3 Arguments, GetHadamardArgument, 10.1 Introduction, 10.2 Schnorr Proof, 10.5 
Plaintext Equality Proof.

Algorithm 6.1 
GenCiphertextSymmetri
c

In Line 5, length(associated_{i,bytes}) is an integer, so it cannot be concatenated to a byte array without 
conversion (same problem as in Algorithm 5.9 KDF).

Algorithm 6.1 
GenCiphertextSymmetri
c

Lines 2-6 are identical to Lines 1-5 of Algorithm 5.9 and Lines 1-5 of Algorithm 6.2 GetPlaintextSymmetric. 
Define common sub-algorithm (same for the implementation).

Algorithm 6.1 
GenCiphertextSymmetri
c

According to [24, Section 2.1], the nonce can have length n=0, but the algorithm restricts it to n>0 (principle of 
generality).

Algorithm 6.1 
GenCiphertextSymmetri
c

According to [24, Section 2.1], the key must have length k\in{1,...,255}, but the algorithm defines no upper 
bound.

Algorithm 6.1 
GenCiphertextSymmetri
c

According to [24, Section 2.1], the ciphertext can have length c=0, but the algorithm defines it to c>0 (principle 
of generality).

Algorithm 6.2 
GetPlaintextSymmetric
Algorithm 6.1 
GenCiphertextSymmetri
c and Algorithm 6.2 
GetPlaintextSymmetric
Algorithm 6.1 
GenCiphertextSymmetri
c and Algorithm 6.2 
GetPlaintextSymmetric
Algorithm 7.1 
GenKeysAndCert

Section 7.2 Importing a 
Trusted Certificate

This section seems to be at the wrong place, because the primary's focus of the crypto-primitives specification 
is the one of a library providing cryptographic functionality, not a description of a "human-led process, which 
requires (at least) the following checks".

Algorithm 7.2 
GenSignature

Checking the timestamp seems not to have any benefit. Is it intended to prevent or detect the usage of an 
expired certificate? Also, the comment "if the message is timestamped..." seems not to make much sense, 
because the returned signature s only depends on n, c, privKey, and cert, but not on t, so nothing is 
timestamped (for timestamping, t must be included in the signature). At the end, it is always the receiver of a 
signature who needs to check if the certificate has been valid at the time of creation.



Issue Summary Context Description

EX-187 Specification

EX-188 Specification

EX-189 Specification

EX-190 Implementation

EX-191 Specification Instead of cutting off 3 bits in Line 3, why not simply generate 3 bits less in Line |p|/8-3 instead of |p|/8.

EX-192 Specification

EX-193 Specification

EX-194 Specification

EX-195

EX-196 Specification The restriction r<10,000 is not necessary (principle of generality).

EX-197 Specification

EX-198 Specification

EX-199 Specification

EX-200 Specification In the discussion, (0,1) is excluded from being a valid key pair, but the algorithm may possibly produce it.

EX-201 Specification In all related algorithms, the "length" of the multi-recipient key is denoted by k, not by N.

Algorithm 7.3 
VerifySignature

Same remark as for Algorithm 7.2. Plus, what if the certificate was valid when the signature was created at time 
t, but it is no longer valid when the signature is verifier at time t'>t? Which time counts, t or t'? Ok, checking the 
expiration of a certificate as a part of the signature verification makes sense (similar to checking all other 
elements of the certificate), but certainly not in Algorithm 7.2.

Section 8.1 Primality 
Testing

The statement "both p and q output from algorithm 8.1 are prime with a probability exceeding 1-2^-lambda" is 
not entirely correct, because P(prime(p) AND prime(q))=(1-2^-l)^2 is slightly smaller than 1-2^-l (approx. 1 bit of 
security less).

Section 8.2 Parameters 
Generation

"If 2\inG_q we choose g=2. If not, we choose g=3". This could be simplified into "g=2" for every p using Z+_p 
instead of G_q (see remark on Algorithm 5.8).

Algorithm 8.1 
GetEncryptionParameter
s

Specified to return three values p, q, and g, but the implementation in 
EncryptionParameters.getEncryptionParameters returns an instance of GqElement (which is not an instance of 
EncryptionParameters). The same for ElGamalService.getEncryptionParameters. In both cases, the naming is 
very confusing (should it not be for example ElGamalService.getGqGroup?) and not in alignment with the 
specification.

Algorithm 8.1 
GetEncryptionParameter
s

Algorithm 8.1 
GetEncryptionParameter
s

The "double test" in Lines 22-23, which makes 1 MR-Test for q, 1 MR-Test for p, and then lambda/2 MR-Tests 
for q and lambda/2 MR-Tests for p seems arbitrary. If there is n advantage of thesting q and p alternately, then 
it would be better to do lambda/2 times 1 MR-Test for q and 1 MR-Test for p. If there is no advantage, then just 
do lambda/2 MR-Tests for q and lambda/2 MR-Tests for p.

Algorithm 8.2 
GetSmallPrimeGroupMe
mbers

If the search starts with current<-5, then the generality of the algorithm is restricted unnecessarily (and input g 
has not importance). It would be better to start the search with current<-2 and skip over g, independently of 
whether g is 2 or 3.

Algorithm 8.2 
GetSmallPrimeGroupMe
mbers

This algorithm would become deterministic by using Z+_p instead of G_q, because all smallest primes are 
members of Z+_p (see remark on Algorithm 5.8 and 8.2), i.e. this algorithms could be replaced by the vector of 
the r smallest primes (minus g).

Algorithm 8.2 
GetSmallPrimeGroupMe
mbers

Specification, 
Implementation

The restriction current<2^31, supposedly, takes into account the largest int-value of 2^31-1 in Java. This should 
not be included in the specification. However, the method PrimeGqElement.GetSmallPrimeGroupMembers 
should have a comment saying that the largest prime in the list is restricted to Integer.MAX_VALUE=2^31-1.

Algorithm 8.2 
GetSmallPrimeGroupMe
mbers

Algorithm 8.4 
GenKeyPair

The name is confusing, because it generates multiple key pairs (sk_i,pk_i). Either call it "GenKeyPairs" or 
return a pair (bold_sk,bold_pk). Interestingly, the implementation in ElGamalMultiRecipientKeyPair.genKeyPair 
generates (bold_sk,bold_pk), i.e. not as specified.

Algorithm 8.4 
GenKeyPair

Using set notation (curly brackets) for the output is incorrect, because the key pairs in a multi-recipient key pair 
must have a fixed order.

Algorithm 8.4 
GenKeyPair

Restricting N to non-zero is unnecessary (principle of generality): an "empty" key pair may possibly be used to 
encrypt/decrypt an empty vector of messages.

Algorithm 8.4 
GenKeyPair
Algorithm 8.4 
GenKeyPair



Issue Summary Context Description

EX-202 Specification

EX-203 Specification H_l is used as output domain, but no definition is given (only in the list of symbols on page 5).

EX-204 Implementation The length test l>0 is missing in ElGamalMultiRecipientCiphertext.getCiphertextExponentiation.

EX-205 Specification Replace "A vector of ciphertexts" by "A vector of multi-recipient ciphertexts".

EX-206 Implementation The length test l>0 is missing in ElGamalMultiRecipientCiphertext.getCiphertextVectorExponentiation.

EX-207 Implementation The length test l>0 is missing in ElGamalMultiRecipientCiphertext.getCiphertextProduct.

EX-208

EX-209 Specification bold_c should be specified, similar to Algorithm 8.10.

EX-210 Specification

EX-211 Specification

EX-212 Implementation

EX-213 Specification

EX-214 Specification In other algorithms using the group G_q, p AND q were always listed explicitly in the context, but not here.

EX-215 Specification

EX-216 Specification

Algorithms 8.5, 8.6, 8.7, 
8.8, 8.9, 8.10, 8.11, 8.12

restriction 0<l is not necessary (principle of generality), because in a borderline case someone may want to 
encrypt/decrypt an empty vector of messages (see remark on Algorithm 8.4)

Algorithm 8.5 
GetCiphertext
Algorithm 8.6 
GetCiphertextExponenti
ation
Algorithm 8.7 
GetCiphertextVectorExp
onentiation
Algorithm 8.7 
GetCiphertextVectorExp
onentiation
Algorithm 8.8 
GetCiphertextProduct
Algorithm 8.9 
GetMessage

Specification, 
Implementation

Possible optimization by computing gamma^-1 before the loop and avoid inversion inside loop. In fact, 
BigIntegerOperationsJava.modExponentiate invoke an additional gcd-computation for negative exponents.

Algorithm 8.9 
GetMessage
Algorithm 8.10 
GetPartialDecryption

Including gamma in the returned partial decription does not make much sense, because it is always ignored 
(see Algorithms8.11 and 8.12). In Algorithm 8.12, Lines 4-6 could be skipped.

Algorithms 8.11 
GenVerifiableDecryption
s and 8.12 
VerifyDecryptions

Restriction N>0 is unnecessary (principle of generality), see Algorithms 8.7, where n is unrestricted (be 
consistent with parameters n and N)

Algorithm 8.11 
GenVerifiableDecryption
s and Algorithm 8.12 
VerifyDecryption

ZeroKnowledgeProofService.genVerifiableDecryptions and Algorithm 8.12 in 
ZeroKnowledgeProofService.verifyDecryptions, copying the input parameter auxiliaryInformation into 
auxiliaryInformationCopy seems unnecessary.

Algorithm 8.13 
CombinePublicKeys

Restrictions s>0 and N>0 are not necessary (principle of generality). For s=0, the result would be a 1-vector, for 
N=0, the result would be a empty vector.

Algorithm 8.13 
CombinePublicKeys

Algorithms 9.1 
GenVerifiableShuffle 
and Algorithm 9.2 
VerifyShuffle

Restricting N to be larger or equal to 2 makes no sense. Here, the principle of generality is violated severely. 
What if the list encryptions to shuffle is empty or a singleton? Note that the current implementation with m*n=N 
and n,m>0 excludes the case N=0 in a non-natural way. However, by setting m=1 and n=N, the matrix 
becomes a vector of length n, and the borderline case N=0 would simply degenerate naturally into a vector of 
length n=0.

Algorithms 9.1 
GenVerifiableShuffle 
and Algorithm 9.2 
VerifyShuffle

Setting the GetShuffleArgument algorithm parameters m and n NOT to (1,N) has been discussed at many 
occasions. In the light of the huge potential of simplifications and performance optimization, the arguments 
given by Swiss Post are not convincing. As part of the potential simplification, Algorithms 9.20-9.26 could be 
skipped entirely (= 8 pages of specification!).



Issue Summary Context Description

EX-217 Specification

EX-218 Specification In Line 4, pk should be bold_pk.

EX-219 Specification

EX-220 Implementation

EX-221 Specification Restriction N>0 unnecessary (principle of generality).

EX-222 Implementation "Ensure" is not necessary for Knuth's algorithm.

EX-223 Implementation Copying the constructed permutation in Line 60 is not necessary.

EX-224 Specification See remarks on Algorithms 9.1, 9.2.

EX-225 Specification Use consistent capitalization for "commitmentKey", i.e., replace it by "CommitmentKey".

EX-249 Specification

EX-250 Specification Correct output domain of pi_dec is (Z_q x Z_q^l)^N

EX-251 Specification Correct input domain of pi_dec is (Z_q x Z_q^l)^N

Algorithms 9.1 
GenVerifiableShuffle 
and Algorithm 9.2 
VerifyShuffle

Why is q-3 an upper bound for N? Suppose N=q-3, then the all group are generators, so the independence 
assumption is trivially violated. So N must be MUCH times smaller than q for selecting N independent 
generators. Better just say that N is polynomial in lambda (while q is exponential in lambda).

Algorithm 9.3 
GenShuffle
Algorithm 9.3 
GenShuffle

In Line 5, there is an incorrect space before subscript i. Make explicit call to Algorithm 8.8 
GetCiphertextProduct.

Algorithm 9.3 
GenShuffle

In ShuffleService.GenShuffle, picking the randomization is extracted from the main loop, i.e., the specification 
and the implementation are not aligned. By extracting the randomizations from the main loop, it would be 
easier to just call Algorithm 5.2 (GenRandomVector) instead of creating an additional loop.

Algorithm 9.4 
GenPermutation
Algorithm 9.4 
GenPermutation
Algorithm 9.4 
GenPermutation
Algorithm 9.5 
GetMatrixDimensions
Algorithm 9.6 
GetVerifiableCommitme
ntKey
Algorithm 5.3 
(GenRandomString)

Notation in Line 5 is slightly abusive: either write S' as a sequence <S'_0,…,S’_l-1>, or define concatenation || 
also for individual characters and remove parentheses.

Algorithm 8.11 
(GenVerifiableDecryptio
ns)
Algorithm 8.12 
(VerifyDecryptions)
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Issue Summary Context Description

EX-69 Specification

EX-70 Specification

EX-71 Specification

EX-72 Specification

Section 1.5.1 Context 
Variables: Clarification 
needed:

"...Furthermore, when an algorithm calls another, the callee 
inherits the context variables from the caller without the need for 
explicitly passing context variables as parameters."
What exactly is meant by that?
Does it mean, that auditing an algorithm, one always has to follow the whole chain up the call-stack in order to 
know in which 'context' it is used? Or is our interpretation of it wrong?

Section 1.5.1 Context 
Variables: Broadening 
the context

The specification lists the following within the context:
"Context variables encompass the following parameters:
• Group parameters
…”
Why stop short there?

Section 1.5.1 Context 
Variables: Wrong choice 
of responsibility

“…
Furthermore, it is imperative for the implementation to
validate the election event context. Certain algorithms are restricted 
to specific protocol phases or conditions. For instance, re-executing an 
algorithm from the configuration phase is prohibited once that phase has 
concluded.
“
An algorithm is the a simple execution block that takes an input and provides an output.
It does not care about ‘responsibility’ or phases or anything like that. So no surprise at this point. If it is called it 
will execute.
So it is in the responsibility of the caller to check if some algorithm shall be called or not.
If not, it is a nightmare for any auditing party, as the algorithm then is ‘tainted’ with 'phases’ and other 
sometimes complex precondition checks depending on the system status, thus has to be audited with the 
different phases in mind.

Section 1.5.3 Stateful 
Lists and Maps

"Certain algorithms must be executed only once, or only a specified number of times, or must
not be executed before another algorithm. Consequently, maintaining and updating state
across multiple algorithm invocations is critical. Broadly, algorithms modifying stateful lists
and maps lack idempotency, as repeated executions with identical context and input variables
may yield different results."
An algorithm should not intermingle with the state-machine. The caller of the algorithm shall handle the state 
related things, the called algorithms must execute without surprise and the result must be idempotent. Even 
after many years, we cannot see a single benefit in breaking this rule. But we can see quality issues this way 
and the auditability is a nightmare.
When an algorithm is called, it executes. And it shall provide idempotent output for the same input.



Issue Summary Context Description

EX-73 Specification

EX-74 Specification

EX-75 Specification

EX-76 Specification

EX-77 Specification

EX-78 Specification

Section 3.3 Entropy of 
Keys and Codes: Wrong 
deduction

“From table 6, we can derive the entropy of the codes used in the Swiss Post Voting System.
We derive the Start Voting Key’s entropy"
While it is true, that more entropy requires a minimal key length… the opposite is not true.
There is maybe a theoretical ‘max’ entropy… in a key of a certain length, but one cannot derive the true entropy 
of the codes, only because the code has a certain length. What is the reasoning behind the strong statement 
about the entropy these codes carry?
It is in this document, where you state to provide 128bit entropy. But you do not state how you acquire that, 
instead, you reference to the crypto primitives specification.
To this effect, we use the Argon2 key derivation function, as explained in
the crypto primitives specification. In the crypto primitives specification we define different
Argon2id profiles. Each time Argon2id is used, we specify which of these profiles is used.
21
What about the other three keys, i.e. CC, BCK, VCC? Why are they allowed to stay that small, hence to 
certainly not carry ‘enough’ entropy? How much stretching is required there? Is it always at most 128bit?

Section 3.5.2 Encoding 
of Voting Options: 
Different handling of 
semantic information

The ‘semantic information' carries the ‘question’  for the ‘answer’. But the 'question’ is not taken into 
consideration for lists and candidates. Why not?

Section 3.5.2: Invalid 
Character used

The alphabet used for the voting options is T1 50
We denote the actual voting options as a vector of strings ̃v ← (v0, . . . , vn−1), vi  T1 50. Sometimes, the ∈
canton’s configuration of the election event only guarantees that the identifiers of the actual voting options are 
unique for a specific election, but not across different elections.
Therefore, we define the actual voting options as follows:
* Lists: election identifier | list identifier
…
However, T150 is defined as follows:
T1 50 Alphabet used for voting option identifiers (word charac-
ters, minus sign and underscore sign: [\w\-_]{1,50}
So no '|' pipe character allowed.
But in ‘\w’ the underscore ‘_' is already defined… Then maybe this is a typo?  it should be ‘|’ instead of '_’?

Section 3.5.2 
Correctness information: 
Possible redundancy

We construct the correctness information τi in the following way:
• If vi corresponds to an answer of a referendum-style question, use the question identifier
as τi.
But the question is already part of the semantic information?
So how would that look like?

Section 3.5.3 Primes 
Mapping Table

The primes mapping table should sequentially organize voting 
options
Why?
Why ‘should’.?
Is it necessary for security reasons, hence,  required, or is it free and just ‘looks nice’?
Does this have to be audited in order to guarantee security?

Section 3.5.2 Drop p-
Table use an 
appropriate ADS.

Why not finally dropping the p-Table and modelling all as a tree…
From election to questions to options…
This would provide a clear and ordered structure that can be handled deterministically. Each option is assigned 
a prime number according to its position in the tree. Then this tree serves as the ‘electoral model’ and can even 
be used in hashed form.



Issue Summary Context Description

EX-79 Algorithms 3.8, 3.9 Specification

EX-80 Specification

EX-81 Specification

EX-82 Specification

EX-83 Specification

Why are the values δ and ψ not provided as ‘part of’ the ‘question’?
This way, these values have to be ‘extracted’ from the pTable, as seen in
Algorithm 3.11 Factorize:
…
Number of allowed
selections for this specific ballot box ψ  [1, ψsup]  Can be derived ∈ ◃
from pTable using algorithm 3.8
…

Section 3.5.4 Valid 
Combinations of Voting 
Options

Glad to see that the CorrectessID ‘aaaaaa1’ thingies are gone!
However, having to read psi from the blank options… seems overly complicated?!
We can derive the vector ˆτ by invoking the algorithm
GetBlankCorrectnessInformation on the primes mapping table pTable…
Algorithm 3.6 GetBlankCorrectnessInformation
…

Algorithm 3.10 Abuse of 
notation

Instead of …
1: h ← ()
2: h ← (h, “EncryptionParameters”, p, q, g)
3: h ← (h, “ElectionEventContext”, ee, vcs)
4: h ← (h, “ActualVotingOptions”, GetActualVotingOptions(())) . See 3.3
5: h ← (h, “EncodedVotingOptions”, GetEncodedVotingOptions(())) . See 3.2
6: h ← (h, “SemanticInformation”, GetSemanticInformation()) . See 3.4
7: h ← (h, “CorrectnessInformation”, GetCorrectnessInformation(())) . See 3.5
8: h ← (h, “ELpk”, ELpk,0, . . . , ELpk,δmax−1)
9: h ← (h, “pkCCR”, pkCCR,0, . . . , pkCCR,ψmax−1)
Why not defining h as a tuple of tuples? This way it would look like…
h -> (('EncPrams', p, q, g),(EContext, ee,
vcs),(...), ...)
which seems future-proof. It is just a recommendation.

Section 3.7.4 Write-Ins: 
Underspecified 
confusing requirements

There is a problem of who/what/where the total order of the write-ins is/are defined…
"they must start with the selected write-in candidates, arranged
as they appear on the voter portal."
But there is no mandatory given ordering?! Or is it the GUI (appearance on the voter portal) that mandates the 
system specification?
As it is mentioned…
This specific order is crucial for accurately attributing write-ins during the tally, particularly when multiple 
elections permit write-in candidates
there must be a clear and deterministic way of handling this problem. One cannot leave that to the ‘appearance 
on the voter portal’) aka GUI.

Algorithm 3.21 
VerifyKeyGenerationSc
hnorrProofs: Argument 
signature does not 
match

The algorithm Algorithm 3.22 VerifyCCSchnorrProofs
requires a Vector of public keys pkCC  (GNpkq )NV as input…∈
However, Algorithm 3.21 VerifyKeyGenerationSchnorrProofs calls it in different ways:
1: VerifSchnorrCCR ← VerifyCCSchnorrProofs(pkCCR, πpkCCR, “GenKeysCCR”)
2: VerifSchnorrCCM ← VerifyCCSchnorrProofs(ELpk, πELpk, “SetupTallyCCM”)
3: VerifSchnorrEB ← VerifyCCSchnorrProofs(EBpk, πEB, “SetupTallyEB”)
pkCCR is described in the input as a vector of vectors of public keys…
EBpk is not bold, but still described as a vector in the input  (typo?)
The same problems arise for π ... where some of them are vectors of vectors…



Issue Summary Context Description

EX-84 Specification

EX-88 Implementation

EX-89 Specification

EX-90 Specification

EX-91 Specification

Algorithm 3.22 
VerifyCCSchnorrProofs: 
Fishy magic number '4'

In  Algorithm 3.22 VerifyCCSchnorrProofs
One reads the following:
3: if NV = 4 then
4:   iaux,CC ← (iaux,CC, IntegerToString(j))
5: end if
So there is some magic number to be hard coded?
The reason seems, that this Algorithm serves in multiple situations (phases)… and has to act differently…
It might be better to split that algorithm at this point, so there are two algorithms one for the ‘special case’ 4.
And what does it do?
Well, it seems to be a ‘hidden’ case of ‘section 1.4 we flatten the lists…’ .
Such a case can also be seen in  Algorithm 3.10 GetHashContext
Where the operation is explicitly mentioned:
> As indicated in section 1.4 we flatten the lists and avoid nested structures
This algorithm is fishy and difficult to audit on its own.

Re-Versioning of old 
versions. Confusing

Old versions have been re-versioned. This breaks the links of the reports of all the auditors and disturbs 
transparency over time. We cannot think of any reason behind this move?
See Revision charts…
!image-20240318-101030.png|width=866,height=503!

Special treatment of the 
'#' character throughout 
the specification

Throughout the specification, it is said, that the ‘#' character shall not be used. But there is no real explanation 
of 'why’ and if that would turn into a security relevant issue?!
But checking System-Specification, Algorithm 3.15, one can see that leading 0 are omitted by the algorithm. 
The alphabet in use is the ‘Latin’ Alphabet defined by Swiss-Post.
This alphabet is defined to start from 0 which maps to the character '#’.
Hence, anything starting with '#' will be truncated.
Is that the reason for the special treatment of '#' within the specification?

Request for 
idempotency of all 
algorithms

Inspecting all algorithms within the System-Specification, we cannot follow the reasoning of breaking the 
idempotency of algorithms by providing mutable-Collections as arguments.
As an example, in Algorithm 5.6 PartialDecryptPCC, there is no reason why not to push the checks up to the 
caller of the algorithm?
Providing mutating Algorithms is a problem for audit and maintainability. But it seems not to solve any particular 
‘problem’?

Section 5.2.3 
PartialDecryptPCC: 
Remove the non-
functional and confusing 
'encryption layer'. 

In Section 5.2.3 PartialDecryptPCC, the following can be read:
"One might ask why we encrypt the partial
Choice Return Codes pCCid even though the untrustworthy voting client and voting server
learn these codes’ plaintexts in any case during normal protocol execution. For historical
reasons, the protocol defended against eavesdroppers trying to infer whether the voter chose
the same voting option twice; exponentiating the same prime number to the same verification
card secret key kid results in the same partial Choice Return Codes. Currently, both
conditions no longer hold: our protocol defends against a much stronger adversary (controlling
the voting server), and we enforce that the voting client cannot select the same voting option
twice. Nevertheless, we maintained the additional encryption layer in the current version of
the protocol."
Hence, it provides an additional level of complexity without providing any security.
Thus, it provides weaknesses in the design, the implementation and the auditing.
It does not serve a single purpose, but introduces potential failures, i.e., risks.



Issue Summary Context Description

EX-92 Specification

EX-93 Specification In figure 6. the CCRs are receiving the proofs pi_pkCCR,j . But they never verify those proofs.

EX-94 Specification

EX-95 Specification

EX-96 Specification

EX-97 Specification

EX-98 Specification

EX-99 Specification

EX-100 Specification

Figure 6: Too much 
information

The protocol should not send data multiple times and should not send data that can be calculated. Otherwise, 
the receiving party would have to do multiple checks: Is the data 'still' the same, and is it correct.
In Figure 6: One can see that p, q, g, bold_p, … is provided multiple times to the CCRs.
The second time it is sent, it even is accompanied by pk_CCR, which the CCRs can calculate themselves.
The same is true for the voting server, which also receives these information multiple times.

Figure 6:  Proofs are not 
verified (in fact, it is a 
confusion due to the 
'historic' encryption 
layer)
Algorithm 4.1 
GenSetup: 
Underspecified.

The system specification does not really specify the order of the appearance. What exactly has to be 
implemented?
!image-20240318-123548.png|width=91.66666666666667%!

Algorithm 4.1 
GenSetup: Context vs. 
input

What exactly defines ‘input’ and what defines ‘context’? Why is there this distinction?
Here, only the ‘seed’ aka the ‘name of the election event’ is considered ‘input’
For us, it might make sense to have the following
‘context’: n_sup, psi_sup, delta_sup
‘input’: the complete electoral model… i.e., all the rest, as it defines the election.
!image-20240318-124346.png|width=100%!

Algorithm 4.2 
GenVerDat: Swapping 
input and context, but 
why?

Prior to version 1.4 pk_setup has been part of the context and N_E, VotingOptionsInfo (aka. pTable) has been 
part of the input. Now in 1.4 it is just reversed. But why?

Algorithm 4.2 
GenVerDat: Usage of 
GenVerDat is not clearly 
described

Whilst GenSetup is used for the whole election event for all vcs, in contrast GenVerDat is called per vcs 
separately.  This is not clearly stated. The heavy usage of ‘context’ in this case obfuscates this fact even 
more…
!image-20240318-125407.png|width=100%!
It is only the word ‘this’ in the sentence ‘Number of eligible voters for  t h i s verification card set’ that provides 
this hint. That is hard to understand in an obvious manner!?
The same is true for GetVoterAuthenicationData

Figure 7: Multiple 
communication lines

What is the meaning of the multiple communication lines between Setup Component and Voting Server, or 
Voting Server towards CCMs? If this is important, why is this not reflected in the implementation?
!image-20240318-125859.png|width=100%!

Figure 7: Redundant 
data

Redundant data is sent and received… This results in confusion and the receiving party would have to do 
redundancy - integrity checks…
!image-20240318-130604.png|width=100%!

Figure 8: Contradicts 
Algorithm 5.1

Algorithm 5.1 GetAuthenticationChalleng running on the voting-client requires the value ee as an input (here it 
is context).
However, according to Figure 8, ee is provided to the voting-client only after Algorithm 5.1 has been executed.
Something is wrong here.
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EX-101
Figure 8: Contradicts 
implementation

Specification, 
Implementation

Having realized, that Figure 8 contradicts the requirements of Algorithm 5.1, looking at the implementation 
provides a completely different sequence!!
There, the flow of ee (electionEventId) is reversed and the voting-client sends ee to the voting server, as can 
be seen in this program snippet:
         (voting-client-js/src/process/authenticate-voter.process.ts [70])
         // Prepare and post payload to the Voting Server.
         const authenticateVoterRequestPayload: 
AuthenticateVoterRequestPayload = {
             electionEventId: electionEventId,
             authenticationChallenge: authenticationChallenge
         };
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EX-102

Figure 8: Does not 
cover what is 
implemented. Or, the 
implementation does not 
follow the Specification.

Specification, 
Implementation

Checking what the voting-client returns…
/**
          * @property {string} verificationCardState - the verification 
card state.
          * @property {VoterAuthenticationData} voterAuthenticationData 
- the voter context ids.
          * @property {VerificationCardKeystore} 
verificationCardKeystore - the verification card keystore.
          * @property {VotingClientPublicKeys} votingClientPublicKeys - 
contains the public keys.
          * @property {VoterMaterial} voterMaterial - the voter material.
          */
         export interface AuthenticateVoterResponsePayload {
             verificationCardState: string;
             voterAuthenticationData: VoterAuthenticationData;
             verificationCardKeystore: VerificationCardKeystore;
             votingClientPublicKeys: VotingClientPublicKeys;
             voterMaterial: VoterMaterial;
             primesMappingTable: PrimesMappingTableRaw;
         }

In Figure 8, however, somehow two messages are sent back (it probably should only be one), with a clearly 
specified payload:

             - (p, q, g), ee, vcs, pTable, vcid
             - VCksid, ELpk, pkCCR
So, the implementation does not obey the specification.
But this rises questions:
What exactly is ‘verificationCardState’?
What exactly is ‘voterAuthenticationData’?
Checking the interface…
             export interface VoterAuthenticationData {
                 electionEventId: string;
                 verificationCardSetId: string;
                 votingCardSetId: string;
                 ballotBoxId: string;
                 ballotId: string;
                 verificationCardId: string;
                 votingCardId: string;
                 credentialId: string;
             }
We tried to map these parameters to the specification… but after the first three parameter… we are stuck.
VotingCardSetId? VerificationCardId? Should that be mapped to ‘verificationCardId vc_id’ or not? We cannot 
say.
Still following the data-flow in the implementation, we can see that the credentialId is sent back to the voting-
device… but the voting-device is already in possession of this id!?
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EX-103

EX-104 Specification

EX-105 Figure 10: Multilines Specification

EX-106 Specification

EX-107 Specification

EX-108 Specification

Figure 8: Undefined 
data structure

Specification, 
Implementation

The implementation talks about ‘voterMaterial’…
/**
          * @property {string} verificationCardState - the verification 
card state.
          * @property {VoterAuthenticationData} voterAuthenticationData 
- the voter context ids.
          * @property {VerificationCardKeystore} 
verificationCardKeystore - the verification card keystore.
          * @property {VotingClientPublicKeys} votingClientPublicKeys - 
contains the public keys.
          * @property {VoterMaterial} voterMaterial - the voter material.
          */
         export interface AuthenticateVoterResponsePayload {
             verificationCardState: string;
             voterAuthenticationData: VoterAuthenticationData;
             verificationCardKeystore: VerificationCardKeystore;
             votingClientPublicKeys: VotingClientPublicKeys;
             voterMaterial: VoterMaterial;
             primesMappingTable: PrimesMappingTableRaw;
         }
but we cannot find any data structure that defines the ‘voterMaterial’?

Section 5.1.2 
VerifyAuthenticationCha
llenge: Sentence is 
unclear or 
underspecified

... The voting server sends the Verification Card Keystore VCksid to the voting client after a successful 
verification of the authentication challenge.
But what about all the other data that is sent to the voting-client? Why is this attribute mentioned explicitly but 
none of the others that are sent to the voting-client?
What is the meaning of the multiple communication lines between Voting Client and Voting Server, or Voting 
Server? If this is important, why is this not reflected in the implementation?
!image-20240320-191310.png|width=387,height=196!

Algorithm 5.8 
CreateLCCShare: Does 
not provide proofs 
anymore

We think, it is no problem, that there are no proofs provided anymore; however, we could not find any 
documentation / explanation for that.

Algorithm 5.11 
CreateLVCCShare: 
Does not provide proofs 
anymore

Again, we think, it is no problem that there is no proof generated anymore. However, we could not find any 
description or explanation for that.

Figure 12: Introduction 
of some 'new' hash 
values hvc_x

While we can see, that these hashes might provide robustness in a setting where every control component is 
trustworthy, we claim that they cannot serve any purpose in any other configuration. There is also no mention 
of these hashes in the computational proof!
This way, it boils down to be ‘only’ of use on operational level (providing some level of robustness). But as it 
serves no benefit in the security setting (where some control components are not trustworthy), it needs much 
more explanation, or should even be removed completely.
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EX-109 Specification

EX-110 Specification

Section 6.1.4 Handling 
Inconsistent Views of 
Confirmed Votes: Does 
not work in the security 
setting

In the security setting, where at least one control component is trustworthy, we have to accept the fact, that not 
all of them are trustworthy.
So an adversarial control component would provide the ‘expected’ correct hashes but would then act differently 
during mixing. Hence, only the mix proofs are really useful in order to detect adversarial behavior within the 
security setting.
This way, there is no benefit or support to the core system, as it does not support the security proof.

Algorithm 6.5 
ConfirmVoteAgreement: 
Motivation cannot be 
followed

Algorithm 6.5 is introduced as follows:
After the SendVoteAgreement algorithm, the control components must agree on the content of
the encrypted votes. However, they still might disagree whether a vote was correctly
confirmed.
But when or how exactly is this supposed to happen? Can anybody provide a scenario when this would 
happen?
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EX-129 ?

EX-131

EX-132 Implementation

"The symbol #, which is 
the rank 0 character in 
the  alphabet Alatin, is 
by the system used as a 
separator ...", but 
where?

Verification 2.02 
VerifySignatureSetupCo
mponentPublicKeys: 
Specification and 
Implementation not 
alignable for us?

Specification, 
Implementation

The implementation of the verification algorithms is so scattered, that we are not able to describe our finding. 
Instead, we provide screen-shots of important parts:
The spec requires the following in order to universally verify an election:
!image-20240409-075618.png|width=100%,alt="image-20240409-075618.png"!
The implementation requires the following in order to universally verify an election:
!image-20240409-080008.png|width=91.66666666666666%,alt="image-20240409-080008.png"!
With SetupComponentPublicKeysPayload defined as follows…
!image-20240409-083118.png|width=91.66666666666666%,alt="image-20240409-083118.png"!
We are not able to match the specification with the implementation?!

General issue: Not 
suitable as a reference 
implementation of the 
specification?!

I am sorry, this is a long one, but… its a delicate matter:
In our understanding it is imperative for a reference implementation to be closely aligned with the specification 
to facilitate ease of auditability for correctness.
Scrutinizing the provided implementation, intended to serve as *the* reference implementation, against the 
published specification we observe significant deviations in the implementation from the specification, primarily 
attributed to optimizations (in this case for Java). These alterations, while ostensibly aimed at enhancing 
performance and expressiveness at user-level, compromise the implementation's fidelity to the specification, 
thus raising concerns regarding its audibility for correctness.
The following serves as an example and is applicable to the complete implementation:
For instance, the specification delineates a straightforward verification process involving comparisons between 
four structures derived from two distinct sources. The following screenshot underscores the simplicity and 
directness of the required code.
!image-20240409-104848.png|width=91.67%,alt="image-20240409-104848.png"!
In contrast, the actual implementation employs a Java-specific approach designed to handle an extensive 
number of checks in parallel. This methodology, while efficient, introduces a level of complexity that diverges 
substantially from the specification's straightforward pseudo-code. The following screenshot highlights this step-
up in complexity.
!image-20240409-105215.png|width=100%,alt="image-20240409-105215.png"!
The crux of our concern is not the technical efficacy of the implemented method but its audibility and adherence 
to the specification in general. Specifically, discrepancies in the expected versus actual return values warrant a 
critical assessment of the implementation's compliance with the specification. Such deviations, regardless of 
their magnitude, call into question the suitability of the implementation as a true 'reference' model.
Our stance is unequivocal: the primary objective of a reference implementation should be to ensure correctness 
and strict conformance to the specification, rather than to prioritize performance optimizations. It is only upon 
the unequivocal verification of the reference implementation's correctness that any deviations intended to 
optimize performance can be considered. Furthermore, it is then upon the implementers to furnish 
comprehensive proof of any optimized code's equivalence to the reference implementation. This requirement 
constitutes a distinct and rigorous auditing challenge.
Given these observations, we might have to re-evaluate whether the current implementation genuinely serves 
as the reference implementation that faithfully aligns with the specification.
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EX-112 Implementation

EX-113 Implementation

Incomplete switch 
from .js to .ts

This version has made an almost full switch from javascript to typescript.
However, this switch is incomplete:
* ballot-parser.js
* ballot.js
* lists-and-candidates-parser.js
* options-pareser.js
* utils.js
We cannot follow the reasoning behind this incomplete switch?

Authenticate Voter, 
Context / Input 
parameter Confusion

The given implementation does not map the specification.
In contrast to the specification, it is the voter providing EE and lang.
Moreover, the context ‘l_EA’ is derived during the call from the input ‘EA’ (extendedAuthenticationFactor).
This is true for the whole authentication process, where getAuthenticationChallenge is called:
voting-client-js/src/process/authenticate-voter.process.ts
It is surprising to see, how context is derived from input! We cannot follow when something is input and when 
something is context?! We cannot see any security relevant feature that could justify this over-complication.
// Prepare and post payload to the Voting Server.
        const authenticateVoterRequestPayload: AuthenticateVoterRequestPayload = {
            electionEventId: electionEventId,
            authenticationChallenge: authenticationChallenge
        };
        const authenticateVoterResponsePayload: 
        AuthenticateVoterResponsePayload = await 
          this.votingServerService.authenticateVoter(
            authenticateVoterRequestPayload);

/**
          * @property {string} verificationCardState - the verification 
card state.
          * @property {VoterAuthenticationData} voterAuthenticationData 
- the voter context ids.
          * @property {VerificationCardKeystore} 
verificationCardKeystore - the verification card keystore.
          * @property {VotingClientPublicKeys} votingClientPublicKeys - 
contains the public keys.
          * @property {VoterMaterial} voterMaterial - the voter material.
          */
         export interface AuthenticateVoterResponsePayload {
             verificationCardState: string;
             voterAuthenticationData: VoterAuthenticationData;
             verificationCardKeystore: VerificationCardKeystore;
             votingClientPublicKeys: VotingClientPublicKeys;
             voterMaterial: VoterMaterial;
             primesMappingTable: PrimesMappingTableRaw;
         }
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EX-114 Implementation

EX-115 Implementation

Implementation does not 
follow the specification

In contrast to the specification, the voting client sends the ElectionId to the VotingServer.
The returning data comprises ‘Ballot’ and ‘BallotTexts’ that do not occur in the specification.
// The ballotTexts in the payload is escaped as string, we must
convert it before returning its value.
         const parsedBallotTexts = 
JSON.parse(authenticateVoterResponsePayload.voterMaterial.ballotTexts);
         // The ballot must be parsed to integrate the ballotTexts and 
prepare a specific ballot for the Voter-Portal.
         authenticateVoterResponse.ballot = await 
parseBallot(authenticateVoterResponsePayload.voterMaterial.ballot, 
parsedBallotTexts, lang);
Depending on the content of the  ‘verificationCardState’ (INITIAL,SENT,CONFIRMED) can be mapped to the 
specification (Figs 2-4). However, we recommend to provide a state diagram in the specification, as this seems 
to be the natural diagram to chose.

SendVote: Surprising 
treatment of not 
specified input

The specification is explicit on that:
"The voting client is supplied
with a list of selected actual voting options vˆid and a list of 
selected write-ins ˆsid"
→ Actual voting options v^{id}
However, the implementation does something else:
- sendVote (voting-client-js/src/process/send-vote.process.ts):
     "This process implements the sendVote phase of the protocol"
      
         const selectedVotingOptions: string [] = 
this.convertToActualVotingOptions(selectedEncodedVotingOptions);
...
The client recieves a list of encodedVotingOptions
which is mapped to a list of actualVotingOptions.
This list is then provided to ‘CreateVot’ that maps  the actualVotingOptions  a g a i n
back to encodedVotingOptions.
Really?!
If that is really true, then how does the voter know the encoded voting options?!
(->Well, it (the voting-client) receives it from the Voter Portal. But then, how does the Voter Portal know the 
encoded voting options?)
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EX-116 Implementation

SendVote: Data sent 
from client to server 
does not follow the 
specification

Checking the parameters, there are inconsistencies compared to the specification:
* contextIds are sent twice
* encryptionGroup is sent (not specified)
* electionEventId is sent (not specified)
* verificationCardSetId is sent (not specified)
         {
             contextIds: {
                 electionEventId: voterAuthenticationData.electionEventId,
                 verificationCardSetId: 
voterAuthenticationData.verificationCardSetId,
                 verificationCardId: 
voterAuthenticationData.verificationCardId
             },
             encryptionGroup: JSON.parse(serializedEncryptionGroup),
             encryptedVerifiableVote: {
                 contextIds: {
                     electionEventId: 
voterAuthenticationData.electionEventId,
                     verificationCardSetId: 
voterAuthenticationData.verificationCardSetId,
                     verificationCardId: 
voterAuthenticationData.verificationCardId
                 },
                 encryptedVote: JSON.parse(serializedEncryptedVote),
                 exponentiatedEncryptedVote: 
JSON.parse(serializedExponentiatedEncryptedVote),
                 encryptedPartialChoiceReturnCodes: 
JSON.parse(serializedEncryptedPartialChoiceReturnCodes),
                 exponentiationProof: 
JSON.parse(serializedExponentiationProof),
                 plaintextEqualityProof: 
JSON.parse(serializedPlaintextEqualityProof)
             },
             authenticationChallenge: authenticationChallenge
         };
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EX-117 Implementation

EX-118 Implementation

EX-124 Implementation

EX-125 Implementation

EX-126 Implementation

ConfirmVote: Data sent 
from client to server 
does not follow the 
specification

Checking the parameters, there are inconsistencies compared to the specification:
* encryptionGroup is sent (not specified)
* electionEventId (not specified)
* verificationCardSetId (not specified)
confirmVote (voting-client-js/src/process/confirm-vote.process.ts):
    ...
         {
             contextIds: {
                 electionEventId: voterAuthenticationData.electionEventId,
                 verificationCardSetId: 
voterAuthenticationData.verificationCardSetId,
                 verificationCardId: 
voterAuthenticationData.verificationCardId
             },
             authenticationChallenge: authenticationChallenge,
             confirmationKey: serializeGroupElement(confirmationKey),
             encryptionGroup: 
JSON.parse(serializeGqGroup(primitivesParams.encryptionGroup))
         };

Chosen datatype not 
adequate to meet 
specification

If the specification requires a vector of … we expect that the client at least uses the data-type ImmutableArray, 
which is provided in the crypto primitives.
Instead, however, the developer have chosen a mutable string array.
This ‘weak’ data-type is chosen in many algorithms…
* Alg 3.2 GetencodedVotingOptions
* Alg 3.3 GetActualVotingOptions (Vector of T^50 specified) implementation uses a mutable string[]
* Alg 3.5 GetCorrectnessInformation
* Alg 3.6 GetBlankCorrectnessInformation (here the specification requires “The resulting vector…”), again a 
mutable string[] is used instead
* Alg 5.4 CreateVote
* …

validateActualVotingOpti
on in validations.ts: Input 
validation seems wrong

In the algorithm, the input v’_i is split by '|' and only then every part is checked for T_1^50.
This concludes that v’_i can be much longer than the allowed 50-characters.
This impacts multiple Algorithms:
e.g.
* PrimesMappingTableEntry
* Alg 3.2 Get EncodedVotingOptions
* Alg 3.5 GetCorrectnessInformation
* Alg 5.4 CreateVote
* …

Algorithm 3.18 
EncodeWriteIns: Syntax 
askew

Is there any specific reason for implementing this algorithm using a capital letter function name? All other 
functions start with a small letter, which is usual practice in .ts.
Then, there is a variable called w_i. However, according to the specification it should be called w_bold, as it 
defines a ‘vector’ of GqElements. 

Algorithm 3.18 
EncodeWriteIns: 
Efficiency hint

Instead of ‘of’ operator
return GroupVector.of(...w_i);
we  propose the ‘from’ operator due to efficiency
GroupVector.from(w_i);



Issue Summary Context Description

EX-127 Implementation

EX-128 Implementation

Algorithm 5.4 
CreateVote: Wrong input 
validation

Instead of checking if every s_id_hat follows the Latin alphabet, it only checks if it does not contain the letter '#'
LATIN_ALPHABET[0]
But s_id_hat could contain non Latin alphabet letters this way.
s_id_hat.every(s_id_hat_k =>
!s_id_hat_k.includes(LATIN_ALPHABET[0]))

Algorithm 5.4 
CreateVote: Confusing 
variable names

As can be seen in the ‘require’ of this function, 'k' is used as the length of the vector s_id_hat. So it would not 
make sense to call something 's_id_hat_k' for an element…
const k: number = s_id_hat.length;
checkArgument(k <= delta - 1, `There must be at most delta - 1 selected write-ins. [k: ${k}, delta: ${delta}]`);
checkArgument(s_id_hat.every(s_id_hat_k => s_id_hat_k.length < l_w), "All selected write-in options must be 
strictly smaller than l_w.")

 Moreover, the specification calls it explicitly and clear: s_i_hat
!image-20240408-142716.png|width=100%,alt="image-20240408-142716.png"!
So the correct way to write it would be:

checkArgument(s_id_hat.every(s_i_hat => s_i_hat.length < l_w), "All selected write-in options must be strictly 
smaller than l_w.")
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